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Abstract
Microelectronic system design has been continuously confronted with big
challenges due to the constant growth of its complexity. Compared to classic System on
Chip approaches, Network on Chip (NoC) based multi-processors provide a more flexible,
reliable and efficient design solution. This new approach reduces the communication
latencies, maintains the computational efficiency, and enables to decouple computation and
communication. Moreover, it enables to reduce power consumption and with suitable
techniques, quality of service (QoS) for the communication can be guaranteed. Due to the
large bandwidth it provides, NoCs are especially suitable for multimedia applications
where many concurrent tasks have to intercommunicate efficiently with strict latency and
bandwidth requirements.
The Mini-NoC project intends to investigate the design and implementation of
multimedia systems based on NoCs. To enable the task-level parallelism together with
streaming multimedia applications, the Mini-NoC platform has been extended in hardware
with services to support easy mapping of applications expressed according the
Synchronous Data Flow (SDF) model of computation. In order to support these services, a
communication assist module has been designed. It concurrently handles the read and write
requests from the processor core and autonomously transfers the data through the MiniNoC network.
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Chapter 1
Introduction
1.1

Introduction

Network-on-Chip (NoC) based MPSoC platforms are expected to provide an
excellent basis for future multi-media applications because of their flexibility and
scalability. The hardware architecture of such a multi-processor platform consists of
several IP (Intellectual Property) cores interconnected by a scalable on-chip network
(NoC). The IP cores can represent different types of processor, memory and I/O nodes.
To investigate the design and implementation of NoC-based multi-media systems,
the ICS/ES group of the department of Electrical Engineering of the Technische
Universiteit Eindhoven (TUE) has initiated a project that resulted in the so-called MiniNoC. The Mini-NoC project consists of a very simple NoC platform (implemented in
FPGA) with four mMips processor nodes interconnected with a network component [2].
This project uses a simple message passing interface to interchange data between different
mMips processors. Two communication primitives send and receive enable task running
on different processor nodes to communicate.
The separation of computation and communication by a NoC-based MPSoC poses
new challenges (and opportunities) for programming them. Programming models suitable
for dynamic multi-media applications on multi-processor systems are often Kahn Process
Network (KPN) or Synchronous Data Flow (SDF) based. These models of computation
make parallelism in a multi-media application explicit. They have been applied
successfully in many signal processing applications [18][34][35].
In order to carry the multimedia parallelism on a specific system the Mini-NoC
platform has been chosen. However to obtain an efficiently execution of these multimedia
applications the Mini-NoC needs to be extend with a better communication support. For
this reason the main objective of this project is to extend the Mini-NoC platform in
hardware with services to support mapping of applications expressed according the SDF or
KPN models of computation. These applications consist of multiple tasks, but this project
just maps one task for processor. Therefore, there is no multi-tasking on each of the
individual processor nodes.
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1.2

Introduction

Objectives

The main objective of this Master Thesis is providing the Mini-NoC platform with
a programming model such as Synchronous Data Flow or Kahn Process Network which
includes providing HW support for this programming model.
This objective is divided in four sub-goals:
1.

Study of models of computation in order to decide which one fits in the MiniNoC: Investigate and analyze different models of computation such as
Synchronous Data Flow (SDF) and Kahn Process Network (KPN). Identify what
kind of services a NoC should deliver in order to be able to efficiently and
effectively implement the communication between the actors of a SDF or KPN.
Decide which one (SDF or KPN) fits better on the Mini-NoC platform to
implement it.

2.

Software support for communication primitives: Decide how the SDF model of
computation can be used on the Mini-NoC. Next to developing new hardware, this
goal involves the implementation of the necessary communication primitives in
software.

3.

Hardware support for the SDF channels: Study all the SDF channels mapping
possibilities on the Mini-NoC. Investigate which kind of memories is necessary,
how much memory is needed and possible. Redesign the original configuration to
give hardware support for the SDF channels.

4.

Decoupling computation from communication: Evaluate different protocols for
communication and design a communication protocol between mMips processors
through the network. Decide what existing elements can be reused or used as a
basis for implementing the desirable services for the Mini-NoC. Design and
implement the necessary additional hardware services to support the SDF model of
computation in the Mini-NoC platform. As well as changes on the SystemC
description of the Mini-NoC, changes in the simulator have to be performed to
check the Mini-NoC functionality before the physical implementation on a FPGA.

1.3

Thesis organization

This Master Thesis is organized as follows. Chapter 1 is a brief project context. The
objectives of this project are explained in this chapter. The related work is presented in
Chapter 2. The first part of this chapter introduces the relevant details about Network on
Chips (NoCs) and explains many terms that will be used later on. In the second part of the
chapter generic schemes of basic multiprocessing are shown. In the last part of the chapter
the concept of Model of Computation (MoC) is presented and a study of the Kahn Process
Network (KPN) and Synchronous Data Flow (SDF) models of computation is performed.
Furthermore, it is argued which method is the most suitable to be used for the type of
applications and platform that is discussed here (first goal). A full description of the MiniNoC platform is in Chapter 3, where its features, architecture and functionality are
presented in detail to be able to understand the changes needed and made on it. Chapter 4
explains how the SDF communication primitives are used and implemented on the MiniNoC platform (second goal). Chapter 5 focuses on how to implement the SDF channels
and where to map them on the Mini-NoC platform (third goal). Chapter 6 explains how the
current Mini-NoC architecture is extended with a new module hardware implementation.
2
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This module is called Communication Assist (last goal).The results obtained with the new
system are presented in Chapter 7. Finally, in Chapter 8 conclusions are drawn. Also
recommendations for future work are given.
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Chapter 2
Related work
2.1

NoC based on MPSoCs

Trying to find a simple definition, System on Chip (SoC) could be defined as an IC,
designed by switching together multiple stand-alone VLSI designs to provide full
functionality for an application. A SoC consist of modules that perform certain complex
functions. They are known as cores and they are the essential SoC components. Therefore,
a SoC could be composed by several different types of cores, such as analogy parts, micro
controller cores, digital signal processor cores, memories, IP blocks and custom hardware
[13][15].
Wireless base stations, high-definition TV, and mobile handsets are just a few
applications that have arisen because of multiprocessor SoCs (System-on-a-Chip). With
such chips, the constraints for performance, power consumption, reliability, error tolerance
and recovery, cost, and so forth can be extremely severe.
However, the performance of most digital systems today is limited by their
communication or interconnection, not by their logic or memory. In the fourth generation
systems today, most of the power is used to drive wires and most of the clock cycle is
spent on wire delay, not gate delay. As technology improves, logic components become
small, fast and inexpensive. The pin density and wiring density that govern
interconnections between systems components are scaling at a slower rate than the
components themselves. Also, the frequency of communication between components is
lagging far behind the clock rates of modern processors. These factors combine to make
interconnection the key factor in the success of future digital systems.
Intercommunication requirements of SoCs made of hundreds of cores will not be
feasible using a single shared bus or a hierarchy of buses due to their poor scalability with
system size and their shared bandwidth between all the cores attached to them. Bus-based
communications, even the improved ones using hierarchies of buses are not enough for
several reasons:
•

•

A single bus can not have more than one access at the same time, which means that
concurrent transactions are not allowed. Depending on the arbitration algorithm,
one transaction will have access to the bus at a certain moment, and the rest will
have to be postponed even when it could be possible to run in parallel.
Clock skew is the main problem in large bus-based SoCs. Combination of high
clock frequency and large SoC designs is an untenable problem in a bus-based
SoC.

5

Chapter 2

Related work

To overcome these problems of scalability and complexity, Network-On-Chip
(NoC) has been proposed as a promising replacement for buses and dedicated
interconnections.

2.1.1 Network on Chip (NoC)
The network on chip consists of two components: the routers and the network
interfaces (NI). The network interfaces connect processing elements to the NoC and the
routers provide the physical interconnection mechanisms to transport the data of the cores
[23].
The set of routers can be randomly connected amongst themselves and to the
network interfaces. The routers transport packets of data from one NI to another via links.
These packets are switched inside the router to the output channel and driven to the next
router. When a packet reaches its destination address, it is not switched to the next router,
but it is switched to the NI attached to this router. The NIs are responsible for packetization
and depacketization, for implementing the connections and services, and for offering a
standard interface to the IP modules connected to the NoC. See Figure 1.

Figure 1: NoC example with connected elements

Networks on Chip (NoC) are emerging as an alternative to existing SoC
interconnects for the following reasons [42]:
•

•
•

It transmits packets instead of words. Depending on the routing algorithm, packets
can travel through the network via several paths because the destination address is
part of the packet. Therefore, dedicated address lines like in bus-based systems are
not necessary.
In this case communication infrastructure does not block the system. Using a NoC,
transactions could be made in parallel if the network provides more than one
transmission channel between two different nodes of the network.
Routers in the Network solve the clock skew problem when large buses and high
clock frequency are used.

Moreover, NoC decouples computation from communication. This decoupling
allows the Intelligent Properties (IPs) (the computation part) and the interconnection (the
communication part) to be designed independently from each other.

6
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NoC design is somewhat similar to multi computer networks. Therefore much of
the groundwork done during the 80s and 90s in this direction can be used as a foothold for
NoC research. Differences between on-chip and off-chip networks are [40]:
•
•

On-chip: power limited, possibly area limited (in routing nodes), wires cheap, cross
talk problems, unreliable wire models.
Off-chip: wire limited, high link latency, much higher complexity in routing nodes
viable.

The definition and implementation of NoCs involve a complex design process, for
instance, the selection of suitable protocols or topologies of switches to use. On-chip
communications could be studied attending to several aspects such as interconnection
network topology, switching, routing, flow control, queuing, and scheduling [16][17]. All
these aspects could be deeply explained, but only some of them will be introduced in the
next section in order to understand some terms used in further chapters.

2.1.2 Network on Chip classifications
2.1.2.1 Interconnection network topologies
The interconnection network determines how switches and nodes are connected.
The network topology determines the complexity of the distributed routing decisions, the
complexity of the physical implementation and the power efficiency of the system. Regular
topologies like meshes or hypercubes make the routing decision functions simple and the
same for each router. Using hypercubes extremely large systems could be prohibitive. A
classification of the network topologies is shown in Figure 2. N-dimensional Meshes
together with k-ary n-cubes are the most used interconnection choices because their regular
topologies simplify routing. They are presented further on [44].

Figure 2:Topologies classification

N-dimensional Meshes:
In n-dimensional Mesh the nodes are distributed in n-dimensional array. Along each
dimension there are ki nodes (ki≥2), where 0≤i≤n-1 is the dimension number. So the total
number of nodes is k0 x k1 x … x kn-2 x kn-1. Each node x is defined by n coordinates (which
are the joints between nodes in Figure 3), σn-1(x), σn-2(x), …, σ1(x), σ0(x), where 0≤σi(x)≤ ki1 for 0≤i≤ n-1. Sigma (σ) means a coordinate. Two nodes x and y are neighbours if σi(x) =
σi(y) for every i, 0≤i≤ n-1, except one, j, where σj(x) = σj(y)±1. Thus, nodes have from n to
2n neighbours, depending on their location in the mesh. In the mesh there is only direct
connection between neighbours. A problem with the mesh networks is that assuming
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uniform traffic between nodes, the channels near the centre of the mesh tend to have higher
traffic density than channels in the periphery.

Figure 3: Example of 3-dimmensional mesh

When n=2, n-dimensional mesh reduces to 2D mesh. The 2D-Mesh topology is
shown in Figure 4. This dimension is convenient for planar implementations because they
fulfil requirements such as scalability, efficient layout and energy-efficiency comparing
with other topologies.

Figure 4: 2D-Mesh topology

k-ary n-cube:
In k-ary n-cubes the nodes are arranged in n-dimensional array as well, but here, in
each dimension there is an equal number of nodes k, so k0 = k1 =…= kn-2 = kn-1 = k. The
total number of nodes is kn. Another difference with the n-dimensional meshes is the
definition of neighbour nodes. Here, two nodes x and y are neighbours if σi(x) = σi(y) for
every i, 0≤i≤ n-1, except one, j, where σj(x) = (σj(y)±1) mod k. The use of modular
arithmetic in the definition results in wrap around channels. They double the bisection
width and reduce the network diameter in respect to the mesh. If k>2, then every node has
2n neighbours, if k=2, then every node has n neighbours. See Figure 5.
Where bisection width of the network is defined as the minimum number of
channels that must be removed, or cut, to partition the network into two sub networks, each
containing half the nodes in the network and network diameter is defined as the maximum
distance over all pair of nodes in the network.

Figure 5: Example of 3-ary 3-cube
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When n=2, k-ary n-cube reduces to 2D torus. The 2D-Torus topology is shown in
Figure 6. As it is introduced in Chapter 3, this project is based on the Mini-NoC [2]
platform which network topology is a 2D torus network with two unidirectional virtual
channels on each physical link. On the contrary for Æthereal [45] the topology can be
selected arbitrarily by the designer.

Figure 6: 2D-Torus topology

2.1.2.2 Switching
The switching determines how a message traverses the route. The basic switching
techniques are explained below:
Circuit switching:
A real or virtual circuit establishes a direct connection between source and
destination to carry the communication, reserving bandwidth until the circuit is broken.
One advantage of a circuit-switched network is that once a circuit is established, it ensures
there is sufficient bandwidth to deliver all the information sent along that circuit.
Packet switching:
The alternative to circuit-switched transmission is to divide the information into
packets, or frames, with each packet including the destination of the packet plus a portion
of the information. Packet-switched networks generally do not reserve interconnect
bandwidth in advance, so the interconnection network can become clogged with too many
packets.
The most useful packet switching strategies are presented further on:
Store and Forward:
Each switch waits for the full message to arrive before it is sent on to the next
switch. Generally store and forward can retry a message within the network in case of
failure. If L is the message length, W is the channel width and Tc is the channel cycle time,
then the transmission time for single message through n consecutive channels is:
T = (n ⋅

L
) ⋅ Tc
W

(1)

Latency with this method is proportional to the packet size; therefore the main
inconvenient of this method is that it implies important buffer size requirements. See
Figure 7.
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Figure 7: Store and Forward latency

Wormhole:
In this method the message is divided into small parts called flits (flow control
digits). The switch examines the header flit, decides where to send the message, and then
starts transmitting it immediately without waiting for the rest of the message. In this way,
the first flit opens a path, which all the rest will follow. Just the last one will close the path.
It requires retransmission from the source on a failure within the network. In the wormhole
routing, when the head of the message is blocked, the message stays distributed over the
network, potentially blocking other messages.
Flits are smaller than a packet. Flits match with the fixed amount of data that can
be sent at once, whereas a packet consists of a variable amount of such flits. Therefore, flits
produce improvements in bandwidth and storage allocation. Moreover, it is only necessary
to send destination information in the first flit because all the rest will use the path already
created. For this reason, wormhole permits to send just data in the flits that follow the first
one, making more profit on the bandwidth on this way.
Using the same terms as in Store and forward routing, the transmission time for
single message through n links will be:
T = ((n − 1) +

L
) ⋅ Tc
W

(2)

Figure 8: Wormhole latency

Cut-through:
It works like the wormhole routing but it lets the tail continue when the head is
blocked, compressing the strung out message into a single switch. Clearly, cut-through
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routing requires a buffer large enough to hold the largest packet, while wormhole routing
needs only to buffer the piece of the packet sent between switches.
The advantage of both cut-through routing and wormhole routing over store and
forward is that the latency reduces from a function of the number of intermediate switches
multiplied by the size of the packet to the time for the first part of the packet to negotiate
the switches plus the transmission time.
The switching used in the Mini-NoC platform [2] and in Æthereal [45] is the
wormhole packing switching.

2.1.2.3 Routing
All the nodes connected to a network should be able to communicate with each
other. The routing algorithm determines the route from source to destination. It has to find
a path for every packet that travels from one node to another of the network.
Traditional routing techniques can be classified according to where routing
information is held and where routing decisions are made [41]:

Distributed routing (DR):
In distributed routing each packet carries the destination address, (e.g. the X-Y
coordinates of the destination router or a module number). The routing decision can be
implemented in each router either by looking up the destination address in a routing table
(memory) or by executing a routing function in hardware. Using this method, each network
router contains a predefined routing table or routing function logic whose input is the
destination address of the packet and its output is the routing decision. When the packet
arrives at the input port of the router, its output port is looked up in the table or calculated
by the routing logic according to the destination address carried by the packet.

Source routing (SR):
In source routing the pre-computed routing tables are stored in the network
interface of the system modules. When a source node transmits a packet, it looks up the
source routing information according to the destination address at the SR table and
includes it in the header of the packet. Each packet carries in its header the routing
command for each hop along its path. When the packet arrives at a network router, its
routing output port is extracted from its header routing field. The routing field is then
shifted in order to expose the relevant routing command for the next router on its path.
According to the routing decision, another classification can be made:

Deterministic:
The path of a packet for a given source and destination node is strictly defined and
will always be the same. At each intermediate node always a fixed output link will be
selected for a given destination. A deterministic routing algorithm is relatively simple but it
can not react to congestion in the network or the (temporary) failure of a node. With
congestion, performance of the network degrades because too many packets want to travel
over one or more data links, i.e. the links are fully utilized.
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An example of a deterministic routing algorithm is E-cube routing. With E-cube
routing, data is always routed over the dimensions of the network in a fixed order, e.g. in a
mesh messages are always routed east/west before they are routed in the north/south
direction.

Adaptive:
Adaptive, unlike deterministic, routing algorithms can react to certain (external)
conditions, such as congestion, and thus the path of a travelling packet is not always the
same for a given source and destination. Adaptive routing is, for example, possible using
bounded box routing where data can be routed freely in a certain bounded box defined by
the combination of source and destination node. However, adaptive routing has several
disadvantages:
•
•

Requires more complex hardware, for instance for table lookup of possible paths
and assignment of paths to packets.
Packets arrive out of order. This is especially cumbersome in case of store and
forward routing where packets are first fully stored at each node before they are
forwarded to the next node. The transport layer has to put incoming packets in the
correct order for message reassembly (introducing often intolerable overhead and
memory usage).
During the routing process some problematic situations might occur:

•
•
•

Deadlock: Deadlock is achieved when packets in the interconnect can make no
forward progress no matter what sequence of events happens. Usually when a
packet is waiting for a network resource to be released.
Livelock: Livelock occurs when a packet never reaches its destination and stay
indefinitely inside the network.
Indefinite postponement: it occurs when a packet waits for an even that could
happen but never does.

The routing algorithm used in this project is the e-cube routing which is a
distributed and deterministic routing. The deadlock, livelock and infinte postponement are
avoided by the implementation of two virtual channels on the 2D torus network. This is
presented in detail in section 3.1.4.

2.2

Generic schemes of basic multiprocessing

In a multiprocessor system, multiple processors operate at the same time. Each
processor executes a separate instruction stream on a separate stream of data, providing
true simultaneous execution of multiple tasks. The processors in the system are able to
work together in an efficient manner where the exchange of data between processors is
needed.
Multiprocessing system architectures come in two basic schemes: Symmetric
Multiprocessing (shared memory) and Distributed Message-Passing (distributed memory)
[3].

2.2.1 Symmetric MultiProcessing (SMP)
Symmetric MultiProcessing (SMP) is a multiprocessor computing architecture.
Symmetric or tightly coupled multiprocessing is the executing of a program code by
12
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multiple processors that share a common operating system and memory. Every processor
has its own control unit, ALU and registers. All processors can access, and are equally
close to, all shared memory and I/O devices, using a shared bus. The SMP requires that
each CPU in the system has access to the same physical memory using the same system
bus because without this capability, a program’s execution could not be moved from one
processor to another. A segment can be created by one process, and subsequently written to
and read from by any number of processes. All processors can execute the same functions,
for this they are symmetrical. See Figure 9.
SMP is usually used where software is programmed for multithreaded processing,
this permits that parts of the same program can be executed in parallel. It should ensure
that two processors don’t choose the same process and it should use techniques to resolve
and synchronize the concurrent resource requests. One of the methods to synchronize
processes and a solution to the mutual exclusion problem are the semaphores. Semaphores
constitute the classic method for restricting access to shared resources (as shared memory).
They can be used to block one process from reading a memory area until another process
has stored data in that area.
The fundamental principle of semaphores is the following: two or more processes
can cooperate through the use of signals, in the way that they can be obliged to stop a
process in a determinate position until a specific signal is received.

Figure 9: Symmetric Multiprocessing structure

2.2.2 Distributed Message-Passing Systems
Message passing provides a mechanism for the exchange of data in memory
distributed systems. In the message passing model an application runs as a collection of
autonomous processes, each with its own local memory. Processes communicate with other
processes by sending and receiving messages through a network. When data is passed in a
message, the sending and receiving processes must work to transfer the data from the local
memory of one processor to the local memory of the other because memories are only
accessible by local processors.
Synchronization is done using send-receive primitives. Primitive operations are:

Sender:

send (receiver-id; message)

Receiver:

receive (sender-id; message)

There are two models of send and receive operations, blocking (also called
synchronous) and non-blocking (also called asynchronous).
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Blocking routines will not return until the message has been sent or received. For
example a blocked send routine waits until the complete message can be accepted by the
receiving process before sending the message. In the same way a blocked receive routine
waits until the message it is expecting arrives. Synchronous routines intrinsically perform
two actions: They transfer data and synchronize processes.
Non-blocking routines do not wait for actions to be completed before returning.
They usually require local storage for messages. A process sends a message by adding it
to a message queue, and another process receives the message by removing it from the
queue. In general, they do not synchronize processes but allow them to move forward
sooner.
A message is a sequence of bits. For the receiving process, to understand the sent
message, there must be an agreement between the sending and receiving processes. That is,
there must be a protocol between the sender and the receiver by which both agree on the
message format. The message normally has a header (with the sending process’s
identification and/or the receiving process’s identification) and a body (with the
information).
A reliable message passing service guarantees the message delivery. This service
should use a reliable transport protocol with error control, acknowledgement of receipt,
retransmition and the reordering of messages.
Message passing can be of two types: direct or indirect. In the direct message
passing the messages are sent directly from one process to another. There is no
intermediation, the messages pass from the local memory of a processor to the local
memory of the other. However, in the indirect message passing the messages are not sent
directly from the sender to the receiver. Typically, each process has a mailbox. This is a
buffer which receives all the messages which are sent to that process and can keep these
messages temporarily. The destination of the send and receive functions is a process'
mailbox, not the process itself. In this way, so that two processes communicate, one sends
messages to the appropriate mailbox, and the other picks them up. In this case, the relation
between senders and receivers can be one to one, one to some, some to one or some to
some.
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M = memory

Figure 10: Distributed Message-Passing structure
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Models of computation

Model of computation (MoC) is a mathematical notation for concurrent
computation. It defines mechanisms of process specification, communication and
synchronization. MoCs are essential for simulation, synthesis and formal verification [38].
MoCs usually describe the system as a hierarchical collection of processes (also
called actors or tasks), communicating by means of events (also called tokens) carried by
signals (also called channels). Within a model, the actors execute and communicate with
other actors. The use of channels to mediate communication implies that actors only
interact with the channels that they are connected to and not directly with other actors.
There is a large variety of models of computation that deal with concurrency and
time in different ways. Some models of computation that are most useful for embedded
systems are: The communicating sequential processes (CSP) model, the continuous time
(CT) model, the discrete-event (DE) model, the distributed discrete-event (DDE) model,
the discrete-time (DT) model, the Petri nets model, the finite-state machine (FSM) model,
the codesign finite-state machine (CFSM) model [33], the process networks (PN) model,
the synchronous dataflow (SDF) model, the dynamic dataflow (DDF) model, the boolean
dataflow (BDF) model, the synchronous reactive (SR) model and the timed multitasking
(TM) model [28].
The choices of models of computation strongly affect the efficient and simplicity of
a system design. Choosing an inappropriate model of computation may compromise the
quality of design by leading the designer into a more costly or less reliable implementation.
All models of computation fit well in multiprocessor systems. However the Kahn
Process Network (KPN) and the Synchronous Data Flow (SDF) are chosen because they
are models of computation often used for streaming applications and the area which the
Mini-NoC is focusing on are of multimedia type (known as streaming type). Therefore
KPN and SDF models of computation are presented in the next sections.

2.3.1 Kahn Process Network (KPN)
In process networks (PN) models the processes communicate by sending messages
through channels that can buffer the messages. There are several variants of this technique,
but the PN model specifically implements one that ensures a deterministic behaviour. This
is the Kahn Process Networks (KPN) [21].
Kahn Process network is a model of computation in which multiple processes run
concurrently, communicating with each other by FIFOs. The model uses a diagram,
showed in Figure 11, where each node represents a process (called actor or task) and each
edge (called channel) represents a unidirectional First-In-First-Out (FIFO) queue of data.
The data are called tokens, which can be of any size. A producer actor inserts tokens into
the queue, while a consumer actor removes it from the queue. A task is connected to a
channel via a port.
Consuming processes are blocked when they attempt to get data from an empty
input channel. A process can not check whether data is available before attempting a
reading. However, in the KPN theory queues are of infinite length. As a result producing
processes are not blocked, and processes do not have to wait for room in the FIFO before
proceeding. This can cause unbounded accumulation of data on a queue. Therefore,
conceptually KPN has blocking read and non-blocking write[25][30].

15

Chapter 2

Related work

An actor starts its execution when at least one token is available at the input port.
The KPN style of communication is called asynchronous message passing. With this
communication the number of tokens consumed and produced in every iteration is not
always the same and it is not predictable. Therefore the necessary channel sizes cannot be
known beforehand from the original KPN graph. Since in a real system unbounded
channels cannot be implemented and the necessary size of the KPN channels is not known
beforehand, the KPN channels must be dynamically implemented [29] .

Figure 11: Example of a KPN graph

2.3.2 Synchronous Data Flow (SDF)
Synchronous Data Flow (SDF) is a model of computation that allows design-time
analysis of multiprocessor applications. By SDF it is possible to estimate the needed
amount of platform resources more accurately and thus arrive at more efficient application
implementations. Similarly to KPN, the SDF model is represented by a graph. As it is
shown in Figure 13 each node is called actor and represents a computation. Each edge
called channel specifies a unidirectional FIFO buffer and a port is used to connect them. A
token is defined as a container in which a fixed amount of data can be stored. Every
channel can carry an infinite number of tokens between two actors, and contain initial
tokens (present at the edges at start time) called delays.
In the same way as KPN, consuming processes are blocked when they attempt to
get data from an empty input channel and due to the fact that the SDF theory queues are of
infinite length the producing processes are never blocked. Therefore, in theory SDF has
blocking read and non-blocking write [22] [37].
One of the SDF special properties is that each actor has a worst-case execution
time. In this time an actor consumes a fixed number of tokens from every input and
produces a fixed number of tokens on every output. That is, during every execution of the
actor the same amount of tokens are consumed and produced. The fixed number of tokens
is known at compile time.
An actor can fire (starts its execution) when at least the specific number of tokens is
available at the input port. This is called the firing rule. As a result, SDF is a restriction of
Kahn networks but with synchronisation. The SDF style of communication is called
synchronous message passing.
Due to the number of tokens is consumed and produced by an actor per channel in
one firing (one iteration) is always the same, SDF has a predictable communication [31].
Therefore, the necessary channel sizes could be known beforehand from the original SDF
graph. This fact makes possible a static implementation of the channels.
As shown Figure 12 an SDF graph G is defined by the tuple (V, E, d, I, O), where
[20]:
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•
•
•
•
•
•

V is the set of actors (graph nodes).
E ⊆ V x V is the set of arcs (graph edges)
d : E → N is a function that assigns a number of initial tokens (delays) to an arc (u,
v) ⊆ E
I : E → N+ is a function that defines the number of tokens that actor v consumes
from arc (u, v) ⊆ E in one firing.
O : E → N+ is a function that defines the number of tokens that actor u produces on
arc (u, v) ⊆ E in one firing

Figure 12: SDF graph definition

For example, the SDF graph shown in Figure 13, which contains three actors,
labelled A, B and C, shows how SDF components execute according to a predetermined
schedule. The 2-to-1 on the left edge implies that B must be invoked twice for every
invocation of A. Similarly, the 2-to-1 on the right edge implies that we must invoke C
twice for every invocation of B.
A possible periodic schedule that can be used to implement this figure is
ABCBCCC. This schedule specifies that first A will be invoked, followed by B, followed
by C, followed by B again and followed by three consecutive invocations of C.
Actor
A

2

1
Channel 1

2
Actor
B

1
Channel 2

Actor
C

Figure 13: Example of a SDF graph

2.3.3 Conclusions
Although KPN is very flexible and suitable for execution on multi-processor
architectures, the SDF model of computation has been chosen the basis of this project
because it allows statically buffers allocation.
SDF is a MoC that favours the parallelism at the task level, fits with the streaming
behaviour of multimedia applications and has been used before in multiprocessor systems
[18][34][35]. Implementing SDF on top of the platform communication services, an intertask communication protocol is tried to be obtained which can be used for many
applications, not just dedicated for a single application. For these reasons the objective of
this project is to implement SDF in the Mini-NoC.
The necessary steps to implement SDF in the Mini-NoC platform are the following:

Design time:
•
•

Identify actors and channels. Make the SDF creating the tasks and channels. This
project assumes that an SDF graph is available.
Map actors on mMips processors and map the channels on memory. Just one task
per processor will be mapped.
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Run time:
•
•
•

Load actors in instruction memories of mMips nodes
Initialize the system
Start running the tasks

The focus of the project is basically only the run-time part. All issues of the design
part are assumed to be resolved.
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3.1

Mini-NoC architecture

The Network on Chip (NoC) which this project is based on consists of four mMips
processors [1] connected using a torus network with E-cube routing (see section 3.1.4).
The implementation of the NoC is in C++ using SystemC libraries [9], and all the example
applications to test the functionality of the system have been written in C. Figure 14 shows
the elements that compose the Mini-NoC [2]:

Figure 14: Mini-NoC configuration

The list below gives a short description of components shown in the previous
figure:
•
•

dp_xXyY: The four mMips processors with their Network Interfaces are
instantiated as dp_x0y0, dp_x1y0, dp_x0y1 and dp_x1y1 (dp stands for “data
processor”).
Network 2x2: The module Network 2x2 encapsulates the routers that interconnect
the network interfaces of the mMips processors.

3.1.1 mMips
The Mips processor, designed in 1984 by researchers at Stanford University, is a
RISC (Reduced Instruction Set Computer) processor. Compared with their CISC (Complex
Instruction Set Computer) counterparts (such as the Intel Pentium processors), RISC
processors typically support fewer and much simpler instructions [1].
The mMips (mini Mips) is a simplified version of the Mips processor. It is a
pipelined system performed in synthesizable SystemC code. Compared to the Mips it has a
reduced instruction set, which means that some operations need to be done in software and
therefore more execution time is needed. A block diagram is presented in Figure 15:
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Figure 15: Original mMips block diagram

These instructions are supported by the original mMips and the lcc compiler that is
used in this project:
•
•
•
•
•
•
•
•

addiu, addu, subu
and, andi, or, ori, xor, xori
beq, bne
jal, jalr, jr, j
lb, lw, sb, sw
lui
slti, sltiu, slt, sltu
sll, sra, srl

Below is a summary of the sizes in bytes of the standard data types in lcc compiler
and the operations that are performed in software due to the lack of a complete instruction
set.
•
•
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The sizes of the standard C data types are 8 bits for char and 32 bits for the other
types: short, int, long, float and double.
Due to the limited instruction set the following operations are done in software:
o All floating point operations
o Multiply, divide, modulo
o Variable distance shifts
o Partial-word operations

3.1 Mini-NoC architecture

3.1.2 MEMDEV and Network Interface modules
Each processing tile is ‘plugged’ into the network through a network interface (NI).
All the mMips communicates with other nodes through the network using the Network
Interface (NI). Since this module is memory mapped it can be accessed through specific
memory locations. The NI is controlled in mMips assembler by appropriate stores/loads
to/from these memory locations. Another module, MEMDEV, replaces the data memory of
the mMips and, based on the requested memory address either read/writes the RAM
memory (for regular addresses) or performs appropriate communications with network
interface (for device addresses). This configuration is described in the following Figure 16:
RAM

addr
MEMDEV

dout

din

NI

Figure 16: The MEMDEV module accesses RAM or NI depending on the address

The way to communicate between two different nodes through the network is using
two software functions: sc_send() and sc_receive(). The next section 3.2 is dedicated to
these primitives.
The MEMDEV module recognizes two addresses assigned to the NI: 0x80000000
and 0x80000004. The first address (data word address) is associated with NI data while the
second word (control word address) is used for NI control. Reading and writing from the
data word results in the reading/writing from internal buffers of the NI. The read/write
operations into the data word are always non-blocking, which means that regardless the
state of the NI they read/write the NI buffers. However, depending on the state of NI the
read data may be invalid, or the written data can overwrite the packet in the send buffer,
which was not sent yet. To avoid this kind of problems there are control signals in the NI
which are asserted when the data is ready to read or when the buffer is free to write. To
monitor the status of the NI, the control word of the NI can be accessed by the memory
address 0x80000004. The meaning of the bits in the word is explained in the Figure 17.

Figure 17: Meaning of the bits in the NI control word (device address: 0x80000004).
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According to Figure 17 and to the arrows on it note that some of the bits in the
control word can only be written (0-15, 17 and 20, they control the behaviour of NI) while
some can only be read (16, 18 and 19, they report the status of NI). Also note that bit from
21 to 31 are free and could be used for other purposes.
The status bits include:
•
•
•

data ready (bit 16): new data has arrived and is ready for reading. This bit will be
automatically cleared after the data word has been read.
send ready (bit 18): previous data has been sent. NI is ready to send, data word can
be safely written.
received end of packet (bit 19): multiword packets can be read from NI by reading
consecutive 32-bit words. If this bit is active together with data ready, it means that
the read is the last word of the packet.
The control bits:

•
•
•

address bits (bits 0-15): used to write the destination address of the packet (X
distance - bits [15:8], Y distance - bits [7:0]).
send bit (bit 17): writing 1 to send bit triggers sending the data previously written to
the data word to the address present at the address bits of the control word.
send end of packet (bit 20): asserting bit 20 together with the send bit (17) means
that the word written to data word is the last word of the packet and instructs NI to
close the packet.

The NI is a module used to send and receive packets on the network. It is capable of
sending and receiving packets with lengths being an arbitrary multiple of 32 bits. When
such a packet is sent over the network it is split in smaller parts called flits before it is sent.
On the other side, the arriving packet is reconstructed by collecting three flits. For any
additional 32-bit word within the packet, additional two data-flits need to be added to the
packet. The two actions of sending and receiving the packet are performed by two
independent processes within the network interface, which means that NI is able to receive
and send simultaneously. The interface of the module is shown in Figure 18:

Figure 18: The Network Interface module

On the network side, the interface is compatible with the routers which compose the
network: it has two sets of data/req/ack signals, one in each direction. On the processor
side, NI provides a set of signals necessary to write destination address and the packet
word data (reg_data_in with write_addr and write_data), read received packet word
(reg_data_out), trigger packet sending (send) and confirm packet reading (read) and the
signals reporting communication status (send_rdy and data_rdy). In addition to that, two
signals are used to mark last words of a given packet: packet_end asserted together with
send means that a last word of the packet is being sent, while rcv_packet_end active
together with data_rdy means that the last word of the packet has arrived.
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The sending of a packet is performed in the following manner:
1.

Wait for send_rdy to become high.

2.

Output packet word on the reg_data_in bus and assert write_data signal.

3.

Output destination address (relative) on the bottom 16 bits of the reg_data_in bus
(X distance: bits [15:8], Y distance: bits [7:0]) and assert write_addr signal.

4.

Assert send signal to trigger word sending, send_rdy will be deasserted. If this is
the last word of the packet, assert packet_end as well.

5.

If more packets remain to send, wait for send_rdy to become high and go to step 2.
To read a received packet:

1.

Wait for data_rdy signal to become high

2.

Read data present at reg_data_out

3.

Assert read signal to free the buffer and allow receiving of new packet words. If
rcv_packet_end is high, this is the last word of the packet.

3.1.3 Memories
The mMips implementation used in this project contains two separate memories of
16 kilobytes each. One of them is for instructions/code (ROM memory) and the other one
for data structures (RAM memory). The compiler will not be able to use the whole
memory space because the system takes 4 kilobytes from the RAM memory for debugging
purposes and user data storage. The memory sizes have been hard coded in the SystemC
sources of the mMips, in the compiler and in the test applications that run on them. This
memory mapping is shown in the figure below:

Figure 19: Memory layout

This memory structure tells the compiler that the 16 Kbytes up to 0x4000 should be
used for instructions (ROM memory), that the 4 Kbytes form 0x4000 to 0x5000 should not
be used; and that 12 Kbytes from 0x5000 to 0x7FFF should be used for data structures.
The bytes from 0x4000 to 0x4DFF (3.5 Kbytes) and from 0x4E00 to 0x4FFF (512 bytes)
are used to store user data and debug information respectively as it can be observed in
Figure 19 .
The debug information is generated by the mMips when the function mprintf() is
called. This function operates similar to the C function printf(), but in this case mprintf()
outputs the resulting string to a memory space pre-defined (DEBUG INFO space in Figure
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19). The user is able in this way to follow the execution of the applications running on the
mMips. In the USER DATA memory space it could be stored any data necessary for the
running application.

3.1.4 Mini-NoC network
The network that connects the mMips processors on the NoC is a torus network
with E-cube routing. This network is two nodes wide and two nodes high. It is
encapsulated by the SystemC module called NETWORK2x2.
In the torus topology, a network node is connected to its immediate neighbours in
both dimensions. At edges of the network, the connections wrap around and connect the
last router in the given dimension with the first.
In the E-cube routing each packet in the network is first routed along the X
dimension, until it reaches a router with the X address equal to the packet’s destination X
address. Then, it starts to move in the Y dimension until it reaches the destination router.
Since connections in the network are unidirectional, the packets can only travel in the
direction of increasing addresses, if necessary wrapping at the edge of the network.
To implement deadlock-free communication, two virtual channels, numbered 0 and
1, share each physical link. Each packet sent in the network travels on the channel 0 until it
reaches destination or wraps-around. In the later case, it moves to channel 1 and continues
on this channel. This switch breaks the circular dependencies within the network and
therefore prevents deadlocks.
The physical links are realized as 18-bit wide busses (16 data bits + 2 flit-type-bits).
Each link is accompanied by 2 sets of request/acknowledge signals, each of which
implements a single virtual channel. See Figure 20.
The mMips is connected to a router by a bidirectional link realized as two
unidirectional 18-bit wide data lines with associated req/ack lines.

Figure 20: Four routers (xYyY), four mMIPS (dp_xXyY) and the data lines that connect them.

The communication in the network is based on a synchronous request/acknowledge
protocol. To send data, sender outputs the data and asserts the request signal. The data is
stored by the receiver at the rising clock edge and acknowledged by the asserted
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acknowledge signal. Then, the sender withdraws the request signal and the receiver
withdraws the acknowledge signal.
The Mini-NoC network provides guaranteed delivery and deadlock-free via
hardware using 2 virtual channels per link. However, with the E-cube routing algorithm,
the path of a packet from a producing node to a consuming node is strictly defined and
always is the same. Messages are always routed over the X dimension before over the Y
dimension. A deterministic (or fixed) routing algorithm is relatively simple but it can not
handle the congestion in the network or the failure of a node, it can not provide timing
guarantees and it can not do load balancing.

3.1.4.1 Router
The symmetry of both dimensions permits realization of a single router as a
composition of two identical 1-dimensional sub-routers (see Figure 21). The X sub-router
receives data from the NI of mMips on input data bus, din. This data is forwarded to the x
output, which is connected to the X sub-router of the neighbouring router. The data travels
through X sub-routers until it reaches the destination “column”. Then, it is forwarded to the
d output of X sub-router, which is connected to the d input of Y sub-router. In the process,
the X address is stripped off the packet and replaced with the Y address. Further, the
packet travels to the destination along the Y dimension. When it reaches the destination
address, it is again forwarded to the data output bus, dout, which in the case of Y subrouter is connected to the input of the data processor.
In the mMips relative addressing is used. A mMips node provides initial packet
with the address containing X and Y distance to the destination (including possible wraparound). During the journey along one dimension, the first address component is
decremented upon leaving a router. When it reaches 0, it is replaced by the address in the
second dimension and forwarded to the d output of sub-router (which may be connected to
Y router or mMips).

Figure 21: Router with the two sub-routers

As mentioned earlier, the links in the network are 16-bit wide (actually 18-bit, but
the top 2 bits are used for control purposes). To transfer larger packets of data, packets
need to be split into several 16-bit wide flits. The network allows arbitrary length packets.
First flit of the packet is marked as header on the top 2 bits of the 18-bit wide data link
(these are the control bits). The 16-bit data of the header flit contains two 8-bit destination
addresses (for X and Y dimensions). Upon receiving the header flit and based on the
destination address, a router sets up the connection between the input link and an
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appropriate output link (x output on channel 0, x output on channel 1 or d output). An
arbitrary number of the following flits are forwarded along the same route. The packet is
closed by a flit marked as trailer. The data in the trailer flit is also forwarded along the
route and the route is closed. This method of routing is called wormhole routing. Figure
22 illustrates this for a packet with 32-bits of data (0x12345678) sent from address (1,1) to
(0,0) (relative address 1,1). This package is split in three flits: a header flit with the relative
destination address, a data flit with 16 bits of data and a data flit marked as trailer with the
remaining 16 bits of data.
The Mini-NoC network use a best-effort router easy and fast to use but which does
not support throughput and latency guarantees.
Header marker

01

Data marker

00

0x0101

address (1,1)

Trailer marker

0x1234

data [31,16]

10

0x5678

data [15,0]

Figure 22: A 32-bit packet sent from address (1,1) to (0,0) is split in three flits: relative address
(0x0101) and data.

3.1.4.2 Sub-router
A block diagram of a single sub-router is presented in the following picture:

Figure 23: Sub-router

The sub-router includes three identical input controllers: one for the data input to
the router and one for each virtual input channel to the router (note how x0inctrl and
x1inctrl share single physical data input link, but have separate control inputs for separate
virtual channels). Upon detecting active request line, input controller registers and
examines the input data. If it is a packet header, input controller requests from the switch a
route to an appropriate output queue (signals select and rqs).
The requested output queue depends on the destination address of the packet. The
switch arbitrates the route requests and connects winner’s data, req and ack signals to the
corresponding signals of the requested output queue. If the output queue (it is just 1
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element) is not full, it stores the data and issues ack signal to the input controller, which
forwards it to the data source. The following flits delivered to the input controller are
forwarded along the route established through the switch until the trailer flit is detected.
After the trailer flit has been acknowledged by the output queue, input controller
withdraws rqs signal, thereby freeing the route through the switch.
The output queue, upon receiving from the input controller and acknowledging a
flit, forwards it to its output. Once the flit has been acknowledged, the queue clears buffer
and is ready to accept new flits.
Note that while the d output queue is connected directly to the physical output
channel, the two x output queues associated with virtual channels 0 and 1 need to compete
for the access to the physical output link. It is necessary to introduce an arbiter to decide
which virtual channel will get this access.

3.1.4.3 Output arbiter
The arbitration is performed by the Output Arbiter module (Figure 24). Whenever a
virtual channel controller needs access to the link, it asserts a request signal to the arbiter
(arb_req) and waits for grant signal. The request signal 0 has a higher priority than 1, but
after each transmission (1 clock cycle) the requesting channel controller has to remove the
request signal, allowing the other waiting channel to access the link. This way, the arbiter
is giving priority to channel 0, but channel 1 will not be starved.

Figure 24: Output Arbiter

3.2

C libraries for the Mini-NoC

The Mini-NoC project uses the message passing mechanism (see section 2.2.2 of
Chapter 2) for the exchange of data. In this message passing model an application runs as a
collection of autonomous processes, each with its own local data memory. Processes
communicate with other processes by sending and receiving messages through a network.
When data is passed in a message, the sending and receiving processes must work to
transfer the data from the local data memory of one processor to the local data memory of
the other because memories are only accessible by local processors.
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There are two C libraries that help create and debug C code [11] for the Mini-NoC:
stdcomm and mtools. The stdcomm library implements a message passing communication
protocol and mtools supports debugging using a printf() variant. The libraries can be
compiled for the mMips using the lcc compiler presented further on in section 3.2.3.

3.2.1 C message passing library (stdcomm)
The files stdcomm.h and stdcomm.c explained here contain the interface and
implementation of a simple message passing library for the networked mMips. The
network interface hardware supports memory mapped, packet based communication.
Message passing was chosen because it integrates very well with this type of hardware
communication, resulting the smallest possible development and performance overhead
costs.
Message passing is presented in sections 3.2.1 and 3.2.2. The sc_send() and
sc_receive primitives are used in the C code of the applications running on the Mini-NoC
and they are interpreted by the compiler giving the proper assembly code to the mMips to
access the NI.

3.2.1.1 Send primitive
The sc_send() primitive is used for sending data. It has three parameters: relative
destination address, a pointer to the buffer where the information to be send is stored, and
the number of bytes to be sent:
int sc_send(const int address, const void *data, const int size_in_bytes);

The first argument address is the relative address of the target processor. Bits [15:8]
are the X distance, bits [7:0] the Y distance. As was mentioned in section 3.1.4, the
network is a torus network with E-cube routing. A packet first travels over the X
dimension and then over the Y dimension. The X or Y distance is decreased with one for
each node visited. The target processor has been reached when both X and Y distances are
zero. Packets wrap at the edges of the torus, so a node in a X by Y torus could theoretically
sent itself a message by sending to address (X,Y), (X,0), (0,Y) or (0,0).
The parameter data of sc_send() is a void pointer to the data that needs to be sent.
The size of this structure is set with the size_in_bytes parameter. Packets can be any integer
size range from 1 to 232-1 inclusive.
The sc_send() primitive tries to send a block of size_in_bytes bytes. The sc_send()
primitive uses another primitive called sc_send_word() to send each 32-bit word data. The
sc_send_word() primitive checks if the network interface is ready to accept the packet and
if so sends it. The maximum retry_counter for each call to sc_send_word() is given by a
global variable called try_count_sc_send. This variable determines the number of tries
before sc_send() gives up and returns. The retry_counter is reset whenever such a fraction
has been sent successfully.
The sc_send() primitive is used to send data and not sc_send_word() because the
former encapsulates the internals of the communication with the network interface and the
latter does not. The return value of sc_send() contains the number of bytes that was
actually sent.
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3.2.1.2 Receive primitive
The sc_receive() primitive is used for receiving data. In this case only two
parameters are necessary: a pointer to the buffer where the data should be stored and the
size in bytes to receive.
int sc_receive( const void *data, const int size_in_bytes);

The parameters data, and size_in_bytes are the same as for sc_send(). The
sc_receive() primitive tries to receive a block of size_in_bytes bytes. The sc_receive()
primitive uses another primitive called sc_receive_word() to receive each 32-bit word
fragment of data. The sc_receive_word() checks if the receiver is ready and then reads the
32-bit word in data if that is the case. The maximum retry_counter for each call to
sc_receive_word() is given by a global variable called try_count_sc_receive. This variable
determines the behaviour of sc_receive() completely similar to the way try_count_sc_send
determines the behaviour of sc_send().

3.2.2 mMips mtools library (mtools)
The mMips library enables simple debugging and implements functions that are
specific to the mMips. The mtools library consists of the files mtools.h, mtools.c and
require sprintf.h, sprintf.c and stdarg_mm.h. The sprintf files and stdarg_mm.h are required
for the function mprintf(). They contain svprintf(), which is equivalent to the standard
function vprintf() with the difference that the former outputs to a memory location and the
latter to stdout.

3.2.3 LCC C compiler
Lcc is a retargetable C compiler. The "target" of a C compiler is the processor for
which it generates assembly instructions. The lcc compiler used in this project is version
4.1 and has been ported to the mMips. A separate assembler (included with lcc) converts
the mMips assembly to machine code that can be uploaded to the FPGA or fed to the
hardware simulator. The script dolcc included with the example applications like gossip (it
is introduced further on) invokes the lcc compiler. As with any other compiler, all source
code files must be first compiled and then linked the resulting object files into a binary.
The lcc compiler that comes with the Mini-NoC package is configured for a mMips
with 16 kilobytes for instructions and 16 kilobytes for data. It is one of the objectives for
this project to change the memory mapping and consequently to change the lcc compiler.

3.3

Gossip application

One of the applications used to test the functionality of the mMips is called Gossip.
This is a very simple program that sends a short message across the network to test if the
whole system has been set up correctly. See Figure 25. Gossip also meant as an easy
starting point for self-made (test) programs for the NoC.
Node x0y0 send the text "I know something!" to node x1y0 and then listens for a
return message from any node. When it has received that message, it quits. All other nodes
wait for an incoming message; forward it to the next node and then exit.
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Figure 25: Gossip aplication
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4.1

Introduction

The main goal of this project is to support the execution of applications described
as Synchronous Data Flow graphs onto the Mini-NoC platform. To be able to achieve this
goal, the first problem to solve is how it could be used, that is, how the program is going to
look like. In order to solve this problem the tasks/actors composing the application
communicate and synchronize with each other by means of explicit write and read
primitives [32]. These two primitives have been implemented for the mMips processors
and they are called SDF_write and SDF_read.
The stdcomm library implements the message passing communication protocol with
these two SDF primitives and the mtools library makes possible simple debugging using a
printf() variant. These two libraries create and debug C code for the mMips and they can
be compiled using lcc. More information about this C compiler can be found in Chapter 3.
See section 3.2.3.
As explained in Chapter 2, in the SDF model, the overall function is decomposed in
a number of parallel tasks communicating via point-to-point channels with first-in-first-out
(FIFO) behaviour. No data can be lost on these channels. When a task wants to read from a
channel, and there is no data available, the task will block. Although in theory SDF
channels are unbounded, in this project bounded FIFOs are assumed. This means that a
task will also block when it wants to write to a channel.
This chapter focuses on the design of the SDF primitives and shows an example
about how they could be used in a C program.

4.2

SDF_write primitive

The SDF_write primitive is used by a so-called producing actor to write tokens
(data) into a channel. The channel is connected to the actor via a port. See Figure 26

Figure 26: SDF_write primitive

To be able to transport tokens from the producer to the channel some parameters
must be defined:
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The port. It is used to indicate the destination of the tokens.
The token or data. The primitive uses a pointer to the buffer where the tokens to be
written on the channel are stored. In the current implementation the token size is
fixed to one word (32 bits).
The number of tokens to be written. The primitive moves a specific number of
consecutive tokens into the channel connected to the output port. In the current
implementation the maximum number of tokens to write is fixed to 256, see
Chapter 5 for more information.
Finally the syntax of this primitive is defined as:
int sdf_write(const int port, const void *token, const int n_tokens)

As previously explained in Chapter 3, the mini-NoC use two basic primitives for
message-passing communication. These two are sc_send and sc_receive. Since the sc_send
primitive has similar parameters than the required for the SDF_write primitive, the
implementation of the SDF_write is based on the former sc_send primitive. However
some important changes on the C code have to be realized to provide the new
communication service. Figure 27 depicts the main difference between these two
primitives.
When a program executes SDF_write, it tries to write 32-bit word tokens. The
necessary Control Words (CW) and Data Words (DW) to be able to achieve the SDF
communication are created in the hardware and subsequently interpreted by the MEMDEV
and the Communication Assist (CA). In the following the new CW and DW generated by
this primitive will be explained but the CA operation will be explained in depth in Chapter
6.
SDF_write define a Control Word (CW) of 32 bits where the port and the number
of tokens to write are stored. The sc_send primitive creates a CW with relative address bits
to know the data destination node. However, the CW generated by the SDF_write replaces
these bits with port bits to be able to find the destination channel. Moreover, the number of
tokens to be written is also added to the new CW in order to know the necessary space in
the corresponding channel to write on.
The new CW is shown in Figure 27 and includes:
•
•
•
•

•

port bits (bits 0-15): used to write the destination port.
control bits (bits 16-20) : the same as the original CW described in section 3.1.2
read and write on remote memory bit (bit 21, control bit): Only when a read from
shared memory is detected this bit will be set to 1.
number of tokens bits (bits 22-30): used to write the number of tokens to be written.
By defect the maximum channel size is fixed in 256 tokens (one token = 32 bits).
This is because each FIFO is 1 Kbytes. For this reason nine bits are necessary to
write the maximum number of tokens allowed (256, in binary 100000000).
free bit (bit 31): unused.
SDF_write also defines DW of 32 bits where the tokens to write are stored.
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Figure 27: Main difference between sc_send and sdf_write primitives

Because of the fact that the MEMDEV only recognizes two addresses, 0x80000000
and 0x80000004, the first address is also the DW address and the second one is the CW
address. Figure 28 shows the MEMDEV interface buses used for this purpose.

Figure 28: MEMDEV interface

In accordance with the SDF model the corresponding channel space available will
be checked when an actor (producer) wants to send tokens to another actor (consumer). If
there is enough space the producer will be able to write in the channel but in the other case
the SDF_write primitive will remain blocked until the channel has enough room available.
For this reason, the SDF_write primitive is a blocking function, which means that it does
not return until all the tokens have been written. The return value of SDF_write is the
number of tokens successfully written.

4.3

SDF_read primitive

The SDF_read primitive is used by a so-called consumer actor to read tokens from
the channel connected via a port as shown in Figure 29. The implementation of this
primitive is quite similar to the SDF_write implementation.

Figure 29: SDF_read primitive

To be able to move these tokens from the channel to the consumer some parameters
must be defined:
•
•
•

The port. It is used to indicate the origin of the tokens.
The token or data. The primitive uses a pointer to the buffer where the tokens
should be stored.
The number of tokens to be read. The primitive moves a specific number of
tokens from the channel connected to input port and stores these tokens
consecutively in the corresponding local memory position.
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Finally the syntax of this primitive is defined as:
int sdf_read (const int port, const void *token, const int n_tokens)

Due to resemblance to the sc_receive primitive, the SDF_read implementation has
been based on the sc_receive primitive. However some important changes on the C code
were made to provide the new communication service. Figure 30 depicts the main
difference between these two primitives.
In the case of sc_receive() only two parameters are necessary: a pointer to the
buffer where data must be stored and the number of tokens to be received. The relative
origin address is not used. Therefore, when this primitive is executed the origin node of the
received data is unknown. On the other hand in the SDF_read primitive the origin of the
tokens is essential to select the channel that has to be read. For that reason the SDF_read
needs to create CW of 32 bits where the port and the number of tokens to read are stored.
The number of tokens to read is used to check if there are enough tokens available to read
from the corresponding channel.
When a program executes an SDF_read, it tries to read 32 bit word tokens. As it
happens with an SDF_write the necessary CW to be able to achieve the SDF
communication is created in hardware and subsequently interpreted by the MEMDEV and
the Communication Assist (CA). In the following the new CW generated by this primitive
will be explained but the CA operation will be elaborated in depth in Chapter 6.
The new CW has exactly the same structure as the CW generated by an SDF_write.
However the MEMDEV module is able to distinguish between writing and reading
because it gets the CW at the same time as a read or write signal is also activated from the
processor. The new CW is shown in Figure 30 and includes:
•
•
•
•
•

port bits (bits 0-15): used to write the origin port.
control bits (bits 16-20) : the same as the original CW described in section 3.1.2
read and write on remote memory bit (bit 21): Only when a read from shared
memory is detected this bit will be set to 1.
number of tokens bits (bits 22-30): used to write the number of tokens that needs to
be read. Nine bits are necessary to write the maximum number of tokens allowed to
read (256, in binary 100000000).
free bit (bit 31): unused.
The CW address continues being 0x80000004.

Figure 30: Main difference between sc_receive and sdf_read primitives

According to the SDF model when an actor (consumer) wants to read tokens from a
channel, the data available in the channel has first to be checked. If there are enough data
the consumer will be able to read from the channel, but in the other case the SDF_read
primitive will remain blocked until the channel has enough free room for new data to be
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stored. For this reason, the SDF_read primitive is a blocking function that retries
indefinitely until all the tokens have been read.

4.4

Example

To check if the correct CW and DW are generated, the SDF_write and SDF_read
primitives are used in the C code of a simple application example called SDF_Gossip. This
example is verified running on the mini-NoC. The lcc compiler generates the assembly
code for the two SDF primitives, which is executed on the mMips. As a result the
MEMDEV receives the new CW and DW created by the compiler in the proper addresses
and the SDF communication between nodes can be performed. The SDF_Gossip
application, based on the original gossip (see Chapter 3), is explained in section 7.1.
In order to use the stdcomm, which contains SDF_write and SDF_read primitives,
and the mtools libraries, they need to be compiled for the system. The first step to achieve
this purpose is setting the environment variable called NOCTOOLS which contains the
folder location where the libraries are stored. Once this is done, the next step is to compile
the centralized library with the LCC C compiler and then, just to add a #include
“stdcomm.h” and a #include “mtools.h” to the source code files. When this procedure is
finished, the SDF_Gossip which uses the new libraries can be compiled using the script
./dolcc X. Where “X” is the time in minutes to simulate.
Furthermore, some changes on the Mips SystemC sources are needed to create a
vcd file so that the desired CW and DW generated during simulation can be observed.
Therefore, once the simulation runs, the mips.vcd file is created and the content of the
a_read and d_write signals (the CW and the DW respectively) are checked.
With the SDF_Gossip application the SDF communication between nodes across
whole network is tested. It has been possible due to the changes performed on the SystemC
sources, the Communication Assist implementation and the creation of a new hardware
simulator. These issues are explained in the next chapters.
Below, how an application can be described using the SDF primitives onto the
mini-NoC platform is shown. See Figure 31.

Figure 31: Simple SDF graph

Since each actor is compiled and executed on a different processor the C code on
processor one could be:
void Actor_A ( ) {
…
result = [0,0,0,0,0];
while (true) {
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…
SDF_write(port_A1,result,5);
SDF_write(port_A4,result,5);
…
SDF_read (port_A2, dataB ,5);
SDF_read (port_A3, dataC ,5);
for (i=0,i<5,i++) {
result[i]=dataB[i]+dataC[i];
}
…
}
…
}
int main(int argc, char *argv[ ] )
{
printf(“I am processor one”);
Actor_A( );
…
}

The C code on processor two could be:
void Actor_B ( ) {
…
dataB=[2001,2002,2003,2004,2005]
while (true) {
…
SDF_write (port_B2, dataB ,5);
SDF_read (port_B1, dataA ,5);
…
dataB=…
…
}
}
int main(int argc, char *argv[ ] )
{
printf(“I am processor two”);
Actor_B( );
…
}

The C code on processor three could be:
void Actor_C ( ) {
…
dataC=[2005,2006,2007,2008,2009]
while (true) {
…
SDF_write (port_C1, dataC ,5);
SDF_read (port_C2, dataA ,5);
…
dataC=…
…
}
}
int main(int argc, char *argv[ ] )
{
printf(“I am processor three”);
Actor_C( );
…
}
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In SDF, the reads always have to be before the write. To solve the problem of
cyclic dependencies, SDF uses initial tokens on cycles. However this current approach
cannot specify such initial tokens when initialising the system. As a result a function that
allows to put initial tokens in a specific buffer at the initialization must be added.

4.5

Mini-NoC communication layer model

The OSI communication layer model is a framework that allows classifying and
describing network protocols. Since its standardization, it has been used as a reference for
wired and wireless computer-network design. However, the same layering concept and
many of the protocol functions can be used also to realize NoCs [11] [39].
Inspired by the OSI communication layer model, the desired Mini-NoC
communication layers can be observed in Figure 32. The Mini-NoC distinguishes physical,
data link, network, transport and application layers. Each layer has its own functionality
(realized by using lower layers) and implementation. As shown in Figure 32, each
communication layer has its own format for representing data. The transport layer
transports messages while the network layer transfers packets over the network. The data
link layer sends flits between neighbours using the physical layer which carries just bits
and does the actual (physical) transportation of data between nodes.

Figure 32: Current Mini-NoC communication model layers

Below, the five layers whose scope is already indicated in Figure 32, are briefly
described for the Mini-NoC application (listed bottom-up):
•

•

Physical: The physical layer is concerned with the lowest-level details of
transmitting data (bits) between neighbouring nodes on a medium. As mentioned in
section 3.1.4 of Chapter 3, in the Mini-NoC the physical links are realized as 18-bit
wide busses (actually 16-bit because the top 2 bits are used for control purposes).
Data Link: The data-link layer is responsible for reliable transfer of data (flits) over
the physical link. This layer provides communication channels between
neighbouring nodes in the communication network and regulates the flow control
over these channels. Flits are indivisible and the smallest data unit on which flow
control is performed. In the Mini-NoC there are 3 types of flits: a header flit with
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the relative destination address, a data flit with 16 bits of data and a trailer flit with
the remaining 16 bits of data. (See section 3.1.4 of Chapter 3)
Network: The network layer routes data (packets) over the network using a certain
routing strategy. The network that connects the mMips processors is a torus
network with E-cube routing. The connections established in the Mini-NoC
network are static. Similarly, packet routes are persistent over multiple transactions
that is, each transaction is not dynamically routed. This difficulty is due to in the Ecube routing each packet in the network is first routed along the X dimension, until
it reaches a router with the X address equal to the packet's destination X address.
Then, it starts to move in the Y dimension until it reaches the destination router.
Transport: The transport layer protocol establishes and maintains point to point
connections. One of the subgoals of this project (subgoal four) is to design and
implement a Communication Assist (CA). More information about the CA is in
Chapter 6. The Mini-NoC CA must be situated in this layer and it has to takes care
of ejection and injection of messages from and into the interconnection Mini-NoC
network. It also needs to divide messages in packets suitable for transportation by
the network layer. This abstraction hides the topology of the network, and the
implementation of the links that make up the network. Therefore, it is used by the
above layer to provide components with more formal methods of communication.
Application: The separation of computation and communication reveals the
communication requirements of the system. The current Mini-NoC application
layer provides the set of communication primitives (SDF_read and SDF_write)
that implement those requirements. They create an inter-task communication
protocol on top of the platform communication services which could be used for
many applications.

The previous layer model presents a clear separation between the application
demands and the hardware technologies (see Figure 33) [19]. The lowest three layers in
the protocol stack (physical, data-link, and network layers) are network specific. They have
a clear network dependency. Therefore, these services are not visible to the IPs. This
division is situated on the CA (transport layer) which carries out the communication data
and makes the mMips processor unaware of passing messages.
Application demands

Service users
Application layer

CA

Transport layer
Network layer
Data link layer
Physical layer

Hardware technologies

Service providers

Figure 33: CA separation
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5.1

Introduction

In order to provide SDF support on the Mini-NoC platform the next step is the
implementation of the SDF channels. As presented in Chapter 2, in this model concurrent
actors communicate through unidirectional First-In-First-Out (FIFO) channels with
unbounded capacity. Of course, in a real system unbounded channels cannot be
implemented. Nevertheless, since the SDF model consumes and produces a fixed number
of tokens in every iteration (every firing), and the necessary channel sizes for proper
operation could be known beforehand from a previous study learning on the original SDF
graph [13][37]. This fact makes possible a static implementation of the channels.
To implement SDF channels the first aspect to study is where to map the channels
on the Mini-NoC platform. Section 5.2 of this chapter shows a deep study of the different
implementation alternatives for the channels on the memories available on the platform.
Once all the advantages and disadvantages of every possibility are explored, a solution to
the mapping problem is proposed and section 5.3 shows how the SDF channels are finally
implemented. The results of this implementation are presented in section 5.4.
From a behaviour point of view, SDF channels are implemented as circular buffers
in RAM memory, that is, no hardware FIFOs are used. Therefore, in order to provide the
FIFO behaviour required, some administrative information has to be maintained. This
administrative information should contain some static and dynamic values to be able to
know about the channel status, for instance, how many tokens there are in the channel and
how many have been read [27]. This channel administration consists of the channel base
pointer, the channel size, the write pointer and the read pointer. Section 6.3.2.1 in the next
chapter presents how the channel administration was implemented in the CA of the mMips.

5.2

Design alternatives

When this Master Project started the original Mini-NoC network introduced in
Chapter 3 was being extended from 4 to 6 nodes in order to implement a remote shared
memory and an I/O node on the platform. To have a better understanding of the different
design alternatives, the mini-NoC network used in this study is shown in Figure 34:
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Figure 34: Mini-NoC using a 3x2 network

There are many options for mapping the FIFO buffer in channels between SDF
actors at message-level. The buffering is controlled by the communication assist (CA)
which is the transport layer of OSI stack. In principle, the SDF channels could be mapped:
•

On the mMips local memory.

•

On the remote shared memory node.

•

On both memories, local and shared.

•

On an external memory via I/O node in combination with the previous options.

In addition, three possible implementation options for mappping the channels on
the mMips local memory are considered:

o

To map the whole channel in one local memory as input buffer only or as
output buffer only.

o

To map the same channel in different local memories. Channels divided in
input and output buffers

The Table 1 shows the different design alternatives and indicates which options are
next discussed in this report.
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Table 1: Options for mapping the channels between SDF actors at message-level

•
•
•
•

Local Input: The “input part” of the FIFO buffer in a SDF channel is implemented
by a part of the local memory in a node, which is controlled by a communication
assist.
Local Output: The “output part” of the FIFO buffer in a SDF channel is
implemented by a part of the local memory in a node, which is controlled by a
communication assist.
Remote: The FIFO buffer in a SDF channels is implemented by a part of the
memory in a memory node, which is controlled by a communication assist in that
memory node.
External: The FIFO buffer in a SDF channels is implemented by a part of the
memory external to the chip, which is controlled by a external memory controller.

All these options are options from which a sophisticated compiler may choose.
Depending on the memory, latency etc requirements it can in principle choose any of these.
Developing such a compiler is future work.
Apart from the options about the buffering at CA-level (message-level) there might
also be buffers at the NI-level (as for example Aethereal has [18][45]) which are however
at the transport layer of the OSI stack (either packets or flits). One example of this is given
in Figure 45, where the buffers are implemented by memory in a memory node. In case of
the Mini-NoC, it uses 1-place buffers at the network interface (NI-level), which is in fact
the DW. So, there are two levels of buffering possible but in this report only the ones at
CA-level are considered.

5.2.1 Mapping the channels on the mMips local memory
Every mMips has two separate 16-kilobyte memories: one for instructions (ROM
memory) and one for data (RAM memory). One possibility is to use part of the 16-kilobyte
RAM local memory to implement the SDF channels as shown in Figure 35:
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Figure 35: Map the channels on the mMips local memory

The main advantages of this option are:
•

•

Reduces the network congestion. The probability that another actor accesses the
same node at the same time is lower than in the case of using the shared memory
node to map the channels. It is an important advantage because as it is introduced
in Chapter 3 (section 3.1.4), with the E-cube routing algorithm used on the MiniNoC the path of a packet from a producing node to a consuming node is strictly
defined and it is always the same. Therefore, the congestion in the Mini-NoC
platform is not handled.
Minimum latency. The necessary time to perform a read or write operation in local
memory is shorter than in shared memory where the network delay is introduced.
The main disadvantages of this option are:

•

•

In the mMips local memory the capacity of individual channels is limited. This is
because in local memory the available space is small. The implementation used in
this project has a 16-Kilobyte RAM memory. Since, as mentioned in Chapter 2, the
compiler does not use the whole memory space because the system takes 4
kilobytes for debugging purposes and user data storage, less than 12 kilobytes
could be used to store the SDF channels. On the other hand, the memory layout
could be changed to obtain a bigger local memory (64 kilobytes is the maximum
size allowed) However, the capacity of individual channels will be bounded in any
case.
The channel administration would be more complicated. In this case, if the channels
are placed on the local memories, the channels administration should be also
mapped on these memories. Otherwise, if the administration tables were mapped
on the shared memory, more risk of congestion would be produced. This is why
every mMips should contain its own channel administration locally. In addition,
every actor needs to know the filling level of the actors involved in the
communication. One option to make this possible is having a copy of every
administration table on every mMips, which are called remote channel
administration. As a result, all the copies have to be updated every time. Another
way to be able to know the state of a remote channel could be simply asking for the
space available through the network.

Once decided to use local memories to map the SDF channels, three possible
implementation options are considered:
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•
•

To map the whole channel in one local memory:
a) Channels as input buffer only
b) Channels as output buffer only
To map the same channel in different local memories
c) Channels divided in input and output buffers

These three possible options are shown in Figure 36 and they are explained in the
next sections. For better understanding, the Mini-NoC platform is considered in this
example with only two processors which communicate via a FIFO.
mMIPs

MINI-NOC NETWORK

mMIPs

MINI-NOC NETWORK

mMIPs

a) Input buffer only

mMIPs

MINI-NOC NETWORK

mMIPs

b) Output buffer only

mMIPs

c) Same channel divided in
different local memories

Figure 36: Three options to map the channels on the mMips local memory

5.2.1.1 Input buffer only
Mapping the SDF channels as input buffers only (see Figure 36 option (a) and
Figure 37), the consuming actor through the SDF_read primitive read its tokens directly
from this input FIFO in its local data memory. This generates minimum latency. In the
case that there are not tokens the actor will be blocked. The SDF_write primitive is
responsible for transporting the tokens over the network from the producing actor to the
input FIFO in destination. This may lead to high latency. Moreover, the producing actor
has to know previously the space available in the buffer to avoid blocking during
communication.
Input FIFO
port

Actor
(producer)

Mini-NoC
Network

port

Node 1

Actor
(consumer)

Node 2

Figure 37: SDF communication with input FIFOs

Figure 37 depicts a communication channel between a producing actor and a
consuming actor with FIFO in reception. In most cases, when the SDF channels are
mapped this way, the producing actor has to wait until the network is available to transfer a
token. As shown in the example depicted above if the network is blocked, the producing
actor will have to wait for the network and as a result the execution time in this case would
not be fixed. Therefore, the platform behaviour would not have the desired SDF one.
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5.2.1.2 Output buffer only
In contrast, mapping the SDF channels as output buffers only (see Figure 36 option
(b) and Figure 38) the producing actor through the SDF_write primitive writes the output
tokens directly on its local output FIFO in its data memory. This produces minimum
latency. On the other hand the SDF_read primitive is responsible for transporting the
tokens over the network from the output FIFO of the producing actor to destination, the
consuming actor. The SDF_read primitive implicates that the consuming actor has to send
a reading request over the network to the other node to check for availability of tokens in
the output FIFO of the producing actor. Then, in that node a FIFO controller has to send
the tokens from the output FIFO to the consuming actor.

Figure 38: SDF communication with output FIFOs

In the same way, Figure 38 depicts a communication channel between a producing
actor and a consuming actor through output FIFOs. Mapping the SDF channels as output
buffers only, the consuming actor has to wait until the network is available to send a
reading request and later, to read the tokens. Due to the network transport is used more
times with this approach, the output buffer features are worse than the input buffers. The
execution time of this implementation with output buffers would not be fixed and, like
before, the platform behaviour would not have the desired SDF one.

5.2.1.3 The same channel divided in different local memories
Mapping the SDF channels as input and output buffers (see Figure 36 option (c)
and Figure 39), the producing actor through the SDF_write primitive writes the output
tokens on its local data memory (output FIFO) and similarly the consuming actor reads its
tokens from its local input FIFO through the SDF_read primitive. Therefore, when there is
data/space available the read/write operations are performed with minimum latency (i.e.
the network has not to be used). The tokens transport through the Mini-NoC network from
the output FIFO to its input FIFO destination could be realized autonomously.
Input FIFO

Output FIFO
Actor

port

Mini-NoC
Network

(producer)

port

Node 1

Actor
(consumer)

Node 2

Figure 39: SDF communication with input and output FIFOs

A communication channel between a producing actor and a consuming actor
through input and output FIFOs is presented in Figure 39. Mapping the SDF channels as
input and output buffers dividing the FIFO in the different local memories the platform
behaviour would be more similar to the SDF one (with fixed execution time). This is
produced because when the FIFO is divided in two parts, neither the actors nor the network
have to wait for the other one, and therefore, the tokens can always be stored in the FIFO
(if the FIFO has enough space available).
Concerning the channel sizes, deadlocks occur when not enough memory is
allocated to store the tokens between actors. On the other hand, if too much memory is
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allocated to store these tokens, the application uses more memory than strictly necessary.
For that reason, the first aspect under study is how to know the size of each part of the
channel to obtain the best result. Figure 40 presents the problem of how to divide the
channel in two parts.

Figure 40: Channel division

As mentioned in Chapter 2, looking at the SDF graph and its properties it is known
that (see Figure 41):

Figure 41: Cycle ‘C’ of an arbitrary SDF graph ‘G’

Ai = Actor or process i.
Ti = Worst-case execution time of actor i.
Oxy = Number of tokens produced on channel (x,y) by actor x.
Ixy = Number of tokens consumed on channel (x,y) by actor y.
d

= Number of initial tokens on the channel.

The actors start when at least there is the number of tokens specified at the head of
the channel of every incoming channel of the actor. The Maximum Cycle Mean (MCM) is
only defined for HSDF (Homogeneous Synchronous Dataflow) [13] [36] . For this reason
the original SDF needs to be converted to an HSDF. HSDF is defined in the same way as
SDF with one exception: actors consume exactly one token from each of their input ports
and produce exactly one token on each output port.
The Maximum Cycle Mean (MCM) for a HSDF graph G is defined as:

MCM (G ) =

 ∑ T (i ) 


Cycle _ C _ in _ G
 d (C ) 
max

(3)
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where ‘C’ is a simple cycle in the HSDF graph G and ‘d(C)’ is the number of initial
tokens on the channel in a cycle ‘C’. Trying to calculate the MCM for the Mini-NoC
platform the Figure 42 depicts an example of a HSDF graph on the Mini-NoC.

Figure 42: Mini-NoC SDF graph

The Maximum Cycle Mean (MCM) for the Mini-NoC HSDF graph is defined as:

 T ( A1 ) + T ( NI1 ) T ( NI 2 ) + T ( A2 ) 
MCM = max 
;

d1
d2



(4)

This MCM returns the maximum time between two successful executions. The
worst case execution time of an actor, (Ti), includes the time the processor is stalled during
the execution of the actor. In this instance, actor1 (A1) is stalled if the FIFO is full, and
actor2 (A2) is stalled if the FIFO is empty. Therefore by changing the buffers sizes, a better
MCM can be achieved. If the total channel size ‘x’ is fixed but divided into the queues in
transmission and reception, where x = n1+n2, different values for MCM can be obtained.
For example:
T(A1)

= 10

T(A2)

= 12

T(NI1) = 2
T(NI2) = 3
d1

= 1

d2

= 5

(All these time values can be derived by simulation from the original HSDF graph)
10 + 2 12 + 3 
MCM = max 
,
 → MCM = {12,3}
5 
 1
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As 12 >>3, the bottleneck is clearly in the first cycle. So, one solution to try to get a
better MCM could be extending the actor1 output FIFO size and, as consequence, reduce
the actor 2 input FIFO size.
As a result, the size of each part of the channel could be computed from the original
SDF graph through the study of the Maximum Cycle Mean.
The main advantages of this option compared to mapping the whole channel in
only one local memory are:
•

•
•

This structure let us use the network more efficiently than the others options
because in case of network conflicts the token transport can be postponed. In this
way the producing actor does not have to wait. As a result, the network problems
do not have influence on the computation and to obtain a fixed execution time
could be possible.
The channels size can be bigger than the others options because they are divided.
Communication and computation are clearly decoupled.
The main disadvantages of this option are:

•

The channel administration is more complicated in this case than in the others. A
new problem appears and it is to decide when to send the data over the network,
that is, when to send a token from the output FIFO to the input FIFO. For instance,
if a producing actor wants to write on its channel it could happen that the first part
of the channel (output FIFO) is full but the second one (input FIFO) is empty or at
least with some space available. In theory the actor is allowed to write because
there is room available in the channel but the actor would be blocked. The same
problem occurs when reading in the same conditions.

5.2.2 Mapping the channels on the shared memory node
Since the memory space in the original Mini-NoC is just the one available on the
local memory in each mMips node, this space would not be enough when some specific
applications run on it. For this reason, a shared remote memory node is added to the MiniNoC at the same time that this project is developed. Therefore, another design option to
take into account is the possibility to map the channels on this shared memory as shown in
Figure 43.

Figure 43: Map the channels on the shared memory node
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To illustrate how this structure works, Figure 44 depicts a communication channel
between a producing actor and a consuming actor. The producing actor writes the output
tokens to a shared data memory (shared FIFO) through the SDF_write primitive. The
consuming actor will read its tokens from the shared FIFO through the SDF_read
primitive. Both primitives need to transfer the tokens over the Mini-NoC network to be
able to access the shared memory.

Figure 44: SDF communication with the shared memory node

The main advantages obtained with this structure are:
•
•

The shared memory might be bigger because shared memory is usually bigger than
previous local memories. In the shared memory node the capacity of all channels is
limited, but not as limited as if they were in local memories.
The channel administration would be easier than in the previous approach. Since the
channels administration could be also allocated in the shared memory, no copies of
the administration information would be necessary because both actors could
access the same memory area. Hence, only one administration information has to
be updated every time.
The main disadvantages of this implementation could be:

•

•
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Increase the communication latency. The kind of traffic used on the Mini-NoC
network with a fixed connection is called best-effort and it can not handle the
congestion on the network or provide timing guarantees. For that reason, the
problem of mapping the channels on the shared memory is that there is a big
likelihood of that more than one actor want to access the shared memory node at
the same time. With this structure, the non-handle congestion on the network is
higher than in the case of using the mMips local memories to map the channels. As
a consequence, the communication latency increases.
Above all, the most important disadvantage is that both actors, the producer and the
consumer, have to wait for the network to be able to write or to read a token
respectively. Therefore, trying to reduce the actors and network waiting times,
Figure 45 shows the best possible implementation with the shared memory node.
With this structure nobody has to wait and the SDF behaviour could be achieved.
The problem is the implementation.

5.2 Design alternatives

Shared
memory node

mMips

A1

NI

NI1

Mini-NoC network

NI2
mMips

A2

Figure 45: Map the channels on the shared memory node and on the NI

5.2.3 Mapping the channels on both memories: local and shared
node
A combination of the local memory paradigm and the shared memory one is also
another possibility to map the SDF channels on the Mini-NoC platform. This is shown in
Figure 46.

Figure 46: Map the channels on the local and shared memory.

The advantages of mapping the channels in both memories are the sum of the
advantages of the other options individually. This possibility is especially attractive
because the local memory could be used for small amount of tokens and the shared
memory to store bigger amount of tokens in the channels.
In the same way, the main disadvantages of this structure are also the sum of the
previous ones with the addition that the channel administration would be more difficult in
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this case because the channels information is distributed. Moreover the latency due to the
congestion is increased.

5.2.4 Mapping the channels on an external memory via an I/O node
Another possible approach, shown in Figure 47, could be to use an external
memory to map the channels. In this case, different combinations could be made:
a)
b)
c)
d)

To map the channels on an external memory only.
To map the channels on local and external memories.
To map the channels on the remote shared and external memories
To map the channels on local, shared and external memories.

Figure 47: Map the channels on an external memory via I/O node

The main advantages of these options are:
•

The external memory can be as big as it could be necessary (clearly finite).
Therefore the channel size problem disappears with this implementation.
In contrast, the main disadvantages are:

•

•
•

Increase of the congestion on the network. As said earlier it is an important
disadvantage because generally all the actors need to access the external memory,
and this fact provokes congestion in the Mini-NoC network which is not prepared
to handle it.
The time spent on the exchange of data is bigger than in the previous cases. This is
because the external memory is outside the chip. Therefore high delays are
produced to access it.
The structures where the external memory is used together with another memory
have a very complicated channel administration because the channels are
distributed on the platform.
For these reasons it is the slowest and most complicate option.

5.2.5 Conclusions
Considering the different implementation alternatives that have been shown with all
their aspects, the following conclusions were obtained:
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•

•

•
•

Mapping the SDF channels on the mMips local memory as output and input FIFOs
(section 5.2.1.3) is the implementation that fits better with the current Mini-NoC
features. It will be possible due to the fact that the SDF model consumes and
produces a fixed number of tokens every firing, therefore, the necessary channel
sizes could be known beforehand from the original SDF graph.
As future work it could be interesting to implement the KPN channels mapping the
FIFOs on the shared memory node. It is a good approach to implement KPN on the
Mini-NoC platform because the shared memory is bigger than the local memories
and the KPN channel sizes cannot be beforehand presumed. An unbounded FIFO,
as the theoretical KPN channel is conceived, is impossible to implement.
Nevertheless, a mechanism that enables to dynamically adapt the size of the KPN
channels (increasing or reducing the channel size) could be investigated and
designed. The mentioned mechanism could be similar to approaches used for the
execution of KPN networks during run-time and it could be a useful alternative to
mimic the behaviour of infinite KPN channels.
The rest of the options have been ruled out because they have too severe
disadvantages.
An extension to solving the whole mapping problem is to do in the future a
compiler which makes the decision on where to map the buffers based on what is
most suitable. This choice should depend on the available memory and on the delay
allowed. Currently it is done by hand.

This study could have been still longer due to the numerous alternatives found, but
to map the channels in different local memories has been chosen as the best option to
follow at this moment.

5.3

Reserving memory for buffers

When the research process is finished and the best approach to map the SDF
channels is chosen, the next step is to implement the channels on the mMips local
memories as it was decided. The next aspect to be considered is the amount of the memory
to use to implement the channels and how it depends on the resources available in every
mMips.
The RAM memory of each mMips node is 16 Kbytes but the compiler will not be
able to use the whole memory space because the system reserves 4 Kbytes for debugging
purposes and user data storage. Therefore only 12 Kbytes could be used to store the
channels at most. On the other hand, it is also necessary to book some space for internal
data structure, that is, for data used in the internal communication. For that reason the
channels will be mapped only on 8 Kbytes of the RAM memory, to be able to have 4
Kbytes for the debugging information and 4 Kbytes for data structures.
A next question to answer is how the mMips would communicate with the channels
when it is required by the SDF_write and SDF_read primitives. It is necessary to find a
way to manage the SDF channels. For this issue the Mini-NoC platform is extended with
hardware services and a communication assist (CA) is designed. Chapter 6 presents a full
description of the CA, where its features, architecture and functionality are deeply
presented.
Once it was determined that the channels memory size were of 8 Kbytes and that a
new hardware module was going to be necessary to handle the channels, the next decision
is to divide the RAM memory in two memories of 8 Kbytes called the data memory and
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the communication memory. Figure 48 presents how the Mini-NoC tile-based architecture
looks like with the new design.
Mini-NoC
Network

Mini-NoC
Network

NI

NI
RAM 16K

RAM 8K
COMM. MEMORY

MEMDEV

CA

DATA MEMORY

RAM 8K
MEMDEV

DATA MEMORY

mMips
P tile

mMips
P tile

Figure 48: Changes on the Mini-NoC tile-based-architecture

This memory partition is realized because of the following reasons:
•

•

•
•
•

There is a clear separation between the internal processing requirements and the
communication requirements. The data memory is used to store normal data
whereas the communication memory is exclusively used to store in input and output
FIFOs the tokens for the communication between actors.
The data memory is used for internal processes and is handled by the MEMDEV
component. In the same way, the communication memory is used for external
communication and is managed by the CA. The MEMDEV, depending on the
information received from the processor, decides where the data must be stored and
then the MEMDEV access directly to the data memory or to the CA.
Both memories could be used at the same time because they are handled by
different modules. Therefore, the idle time of the processor decreases.
It is not necessary to perform big changes in the original system because the CA
module will manage all the communication with the SDF channels. Compiler and
mMips will have their original functionality.
This scheme presents a clear separation between computation and communication.

However, the change between a uniform memory layout and two completely
separated memory layout could provoke problems related to the resources optimum
utilization. For example, in the case of needing more data memory than 8 Kbytes, the
communication memory cannot be used. This happens even if the communication memory
has space available.

5.3.1 Memory layout
Considering all the previous aspects, the 16 Kbytes of RAM memory is divided into two
memories of 8 Kbytes. Actually the procedure is to decrease the current memory size from
16 Kbytes to 8 Kbytes and then duplicate it. Since the memory size was coded in the
SystemC sources of the mMips and in the lcc compiler the following paragraphs explain
what changes where made to decrease the memory as presented in Figure 49.
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1) Changes on the C compiler lcc
The file ./lcc/lccdir/mMIPS.link determines the code and data memory segment sizes and
positions as the compiler sees it. The original values are as shown in Table 2. As was
mentioned in section 3.1.3, this memory structure tells the compiler that the 16 Kbytes up
to 0x4000 should be used for instructions (ROM memory), that the 4 Kbytes form 0x4000
to 0x5000 should not be used; and that 12 Kbytes from 0x5000 to 0x7FFF should be used
for data structures. The bytes from 0x4000 to 0x4DFF (3.5 Kbytes) and from 0x4E00 to
0x4FFF (512 bytes) are used to store user data and debug information respectively. These
ranges are from 0x0 to 0xDFF and from 0xE00 to 0xFFF when referred to C code as it can
be observed in Figure 49.
The debug information is generated by the mMips when the function mprintf() is called.
This function operates similar to the C function printf(), but in this case mprintf() outputs
the argument string to a pre-defined memory space (DEBUG INFO space in Figure 49).
The user will be able in this way to follow the execution of the applications running on the
mMips. In the USER DATA memory space it could be stored any data necessary for the
running application.
In order to decrease the memory size some values in the file ./lcc/lccdir/mMIPS.link
above mentioned are changed. Table 2 tries to show this change.
Variable

Original values

New initial value

ROM_START_ADDR

0x00000

0x00000

ROM_LENGTH

16 Kbytes

16 Kbytes

RAM_START_ADDR

0x05000

0x05000

RAM_LENGTH

12288

4096

MEMORY

Rom: Origin= 0x0, L= 16K
Rom: Origin= 0x0, L= 16K
Ram: Origin = 0x5000, L=12288 Ram: Origin = 0x5000, L=4096

Table 2: Variables in the C compiler lcc

2) Changes on the mMips SystemC implementation
In the file ./noc/mips/mips.h the variable RAMSIZE determines the size of the data
segment in bytes. This variable is updated to 8192 bytes.
The file ./noc/mips/mmips.h included the file bram16k.h that defines the
BRAM16K module also instantiated in the mmips.h code. All occurrences of BRAM16K
were replaced by the BRAM8K module.
The BRAM16K module is a 16 Kbytes dual-port RAM memory which is composed
of 8 RAMB16_S4_S4 blocks. This way, it can store 4096(depth) x 4(width) x 8 (blocks)
=131072 bits = 16384 bytes. Similarly, the BRAM8K module is an 8 Kbytes dual-port
RAM memory which is composed of 4 RAMB16_S9_S9 blocks. For this reason it is able
to store 2048 (depth) x 8 (width) x 4 (blocks) = 65536 bits = 8192 bytes. [3][5].
Another aspect to be considered about the RAM memory is that dual-port
functionality of this memory is not used to perform two memory accesses at the same time.
This RAM memory uses both ports for different purposes: one port is used for regular
memory transactions, while the other port is used for debugging purposes (to upload
memory before executing applications on a FPGA and read back memory contents after
the execution).
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Figure 49: New RAM memory layout

Finally, the new RAM memory layout is shown in Figure 49. As it was explained before
the data memory layout has 3 different parts. However, the communication memory is
completely dedicated to store the information of the channels.
Every actor has 1 channel to communicate with the others, that is, there is one
channel per counterpart actor. Since each actor is able to communicate with other four,
each actor has 4 output ports and 4 input ports. One of them is a self-loop to communicate
with itself. As can be observed in Figure 50 all the actors are able to communicate with
other actors and with themselves through the network. Therefore, it is needed 8 FIFOs per
actor. For this reason each communication memory has been divided into 4 input FIFOs
and 4 output FIFOs. (See Figure 49).
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Figure 50: SDF actors communication on the Mini-NoC platform

About the size of each FIFO it is a parameter of the system at the initialization. By
default the size is 1 Kbytes for all. Due to the fact that one token stores 1 word (32bits) the
FIFO size in tokens is 256 tokens. However, the exact size of each FIFO could be
computed before from the original SDF graph.
Determining the minimal channel sizes is NP-hard (Non-deterministic Polynomialtime hard) in other words, in computational complexity theory this class can be described
as containing the decision problems that are at least as hard as any NP problem. However,
the solving of this problem is not the objective of this project but it could be proposed as a
future work.
In relation to the connection structure, each SDF port has a fixed FIFO logical
address assigned. For example, the SDF port called Output port A has assigned the channel
called Output FIFO A which logical address is 0x2000. Table 3 shows all the logical
addresses used in this implementation. These logical addresses could be any other
numbers, they do not have to necessarily coincide with the base address of the FIFO as it
happens in this implementation. The only important thing is that each logical address has
to be identified with only one FIFO channel. It is because when an actor, after a SDF read
or SDF_write request has to access to one of its FIFOs, the FIFO logical address is
translated by the CA into the FIFO physical address available to read or write respectively.
The CA translation between the logical address and the physical address is performed by
reading some administrative information about the channels such the current read and write
pointers of the FIFO. This administrative information has been implemented inside the CA
module and it will be explain in the section 6.3.2.1 of the following chapter.

Table 3: Logical address

55

Chapter 5

Hardware support for channels

5.3.2 Channels implementation in memory
The SDF channels have been implemented as circular FIFOs (see Figure 51) in a
RAM. As presented before, these FIFOs have a finite and constant size of 1Kbyte and they
are allocated in the communication memory of every actor. A SDF channel accepts a 32-bit
token from the input and writes a token to the output.

Figure 51: Circular FIFO

The management of the FIFO in the memory has been realized by some
administrative information already mentioned in the introduction of this chapter: the
channel base pointer, the channel size, the write pointer and the read pointer. The base
pointer represents the lowest address location of the FIFO in the memory, in this project
they are fixed to 0x2000, 0x2400, 0x2800 etc. The channel size determines the size of the
FIFO in tokens, currently it is pre-fixed on 256 tokens. The write and read pointers handle
the synchronization between the producing and consuming actor. The producing actor
updates the write pointer and the consuming actor updates the read pointer.
Nevertheless, when the read and write pointers point to the same memory location,
it is not clear if the channel is full or empty. One solution could be that the channel
administration does not allow the pointers to point to the same memory location unless the
channel is empty. That is to keep always the size of one token available in the FIFO. In this
case the FIFO can never be filled completely and therefore if the read and write pointers
are equal it is sure that the FIFO is empty. Another solution to determinate whether the
FIFO is full or empty is to add two extra flags. They are called the read wrap and the write
wrap flags. These flags are initialised to zero, and change to one when the corresponding
read or write pointer has the maximum channel position (channel base pointer + channel
size). With this protocol if the pointers are equal and the wrap flags are different, then the
FIFO is full, otherwise (with identical wrap flags) the FIFO is empty.
The advantage of the second solution is that it is not needed to reserve extra buffer
capacity. For this reason, to find out if a circular channel is full or empty two extra flags
were used in this implementation. Figure 52 depicts clearly how the implemented protocol
works.
As a conclusion, an actor can determine the SDF channel status by examining the
write and read pointers with the wrap write and read flags in combination with the channel
size and base pointer. All this information is stored in the administration memories inside
the CA. The section 6.3.2.1 of the next chapter explains the procedure used by the CA in
order to know the SDF channel status.
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Figure 52: Circular FIFO protocol

5.4

Results

As a conclusion of this chapter, looking at Figure 53 the default setting values of
base pointer, FIFO size in tokens, write pointer and read pointer can be observed. These
initial values have been previously explained in this chapter and they are stored on the
administration memories. The problem about how and where to map the SDF channels has
been solved with the research and the posterior implementation of the SDF channels.
Therefore another objective has been achieved with this implementation.
The Gossip application, explained in section 3.2.3, is used to test if the data
memory had been set up correctly. The following simulation (see Figure 53) with
ModelSim [6][7] presents the channels implementation of the communication memory.
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Figure 53: SDF channels initialization

For simplicity reasons the implemented SDF channels have fixed connections (see
Figure 54) however, the channels sizes and their logical interconnection structure could be
changed in order to map different applications on the same hardware.
Obviously it is not a flexible design but it is the beginning of an investigation
project which main objective is to achieve the CA working. Interesting future work would
be to have the channels reconfigurable. It could be implemented as flexible as possible
such that the Mini-NoC architecture can optimally match with the application. A flexible
design could be obtained either by the implementation of a new hardware module
“configuration module” which creates the channels when the system is running or
changing the current CA to be able to reconfigurate the channels.
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Figure 54: FIFOs connections
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Hardware support for decoupling
computation from communication
6.1

Introduction

An important characteristic of NoC architectures is the separation between
computation (processors) and communication (generic infrastructure). A NoC allows the
computational blocks to communicate with each other via a uniform interface. Such a
uniform interface is advantageous because it frees the core developer from having to make
assumptions about the system in which the core will be used. Moreover, decoupling
computation from communication allows Intellectual Property (IPs) modules to be
integrated in the system and the interconnection means can be designed and optimized
independently.
This approach is followed in the Synchronous Data Flow (SDF) model of
computation, which clearly separates computation (actors) and communication (channels).
This model describes the computation and communication parts in a mathematical way and
makes parallelism explicit in the model itself.
Decoupling computation from communication requires that the services that the
processors use to communicate be well defined and that the implementation details of the
interconnection means be hidden. However, the original Mini-NoC network (see Chapter
3) has only one buffer located in every Network Interface (NI) to interchange data between
the mMips modules. Therefore, with this design there are not buffers to store the data and
in most of the cases the mMips module (the computation) has to wait for the network
availability to be able to send or receive data. For that reason the decoupling between
computation (mMips processors) and communication (the Mini-NoC network) is not as
well developed as it should be on the Mini-NoC platform.
Currently, each mMips tile contains one processor, the MEMDEV module, one data
memory and one communication memory to implement the channels. These channels are
accessed both by the local processors and the network. In this chapter a new hardware
module called Communication Assist (CA) is designed to perform channels accesses on
behalf of the network. It decouples computation from communication and supports the
execution of SDF graphs/models on the Mini-NoC platform.
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Design alternatives

Through the Communication Assist (CA), producing and consuming actors have to
be coordinated and synchronized. The CA autonomously handles the communication
thereby allowing the processors to concentrate on executing the task mapped on it. For that
reason, the first step is to study and design a communication protocol between the actors
which decide when and how to send the data over the Mini-NoC network.
Figure 55 shows how the communication is performed between two nodes. Writing
and reading to/from the mMips local memories is quite clear. The SDF_write primitive
writes tokens directly on the output FIFO in the communication memory (see the first blue
line of Figure 55). If there is not enough space available, the writing is blocked until the
output FIFO is emptied. In the same way, the SDF_read primitive reads tokens directly
from the input FIFO (see the third blue line of Figure 55). If there are not enough tokens
available to be read, the reading is blocked until the input FIFO is filled.
However, the tokens transfer from the output FIFOs to the input FIFOs over the
Mini-NoC network is more complex (see the second blue line of Figure 55). This is so
because, first of all, there is a clear network dependency and, moreover, because it is not
possible to send tokens over the network without knowing the remote FIFO state. In order
to know the remote input FIFO space available several protocols have been devised. For
simplicity, this project has focused its study on the handshake protocol and the
piggybacked protocol. These protocols are presented in the next subsections.
When dealing with channels management a particular issue that has been studied is
to decide which one of the four output FIFOs must be first emptied. This FIFO choice can
be performed in several ways. Therefore, a priority order must be designed. The simplest
alternative would be by following the predefined FIFOs order. Another option could be
using the Round-Robin scheduling where all the buffers would have the same priority [3].
Nevertheless, in order to support the execution of applications described with the SDF
model, the best option is to start emptying the fullest output FIFO. In this way, the
possibility for the processor to find a full output FIFO decreases. And consequently, the
time that the processor could be blocked decreases as well [26].

Figure 55: Basic two nodes communication through the CA
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6.2.1 Handshake protocol
The handshake protocol is an exchange of signals between two devices over a
network. It is performed when communications begin in order to ensure synchronization.
For that reason, an option to know the room available in the remote FIFO is simply asking,
sending a request. As shown in Figure 56, using a simple handshake protocol the origin
node sends a request (with some control information) over the network to the destination
node and waits for the response [26]. Depending on the answer the origin node sends
different amounts of data.
The main advantage is that it is a simple protocol with easy management. On the
other hand, the main disadvantage is the overhead created for using the network twice of
sending data only. This causes low performance.

Figure 56: Basic handshake protocol

6.2.2 Piggybacked protocol
Another option for knowing the state of the remote FIFO is using the piggybacked
protocol. This protocol has been implemented in the Aethereal project at Philips [18][45].
In this protocol, when a data item is sent over the network, some data information about
the remote buffer space is also attached to that message. As a result, when using piggyback
it is not necessary to ask for the space available in a remote buffer before transferring data
because the space available is known beforehand. This results in low overhead.
Figure 57 shows how this protocol could work on the Mini-NoC platform. In node
1 the data of output FIFO B is transferred together with the space available of input FIFO
B. This way, when the remote node (node 2) wants to send data to node 1, the remote input
FIFO B space available is already known. Buffer availability could change during the time
between the space information is received and the data is sent. However, this change could
be only to increase the space available. This is because the processor only can read from
the input FIFOs but never write on it. The input FIFOs are always written by remote nodes.
To work without problems, it is necessary to suppose that the communication
between nodes always happen in both directions as shown in Figure 57. However, in SDF
graphs bidirectional communications between two nodes are not very common. As a result
this protocol has the advantage of a low overhead but also the disadvantage that it is
based on an assumption that is often not true.
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Figure 57: Piggybacked protocol example

6.2.3 Conclusions
Because of its simplicity, clarity and efficiency the handshake protocol is the
chosen protocol to implement on the Mini-NoC. As a result, the second blue line of Figure
55 is formed by 3 communications. See Figure 58.

Figure 58: Mini-NoC handshake protocol

The designed protocol to transfer tokens from output FIFOs to input FIFOs is the
following:
1. The first step is to find the fullest output FIFO. At channels design time a priority
order is established and when there are some output FIFOs with the same filling
level, the channel with highest priority is the chosen one. For example the fullest
output FIFO has N tokens.
2. Then the REQUEST message is sent. This message asks for the space available in a
specific input FIFO. To wait for the response.
3. The RESPONSE message is received only if there is any space available. For
example there is space available for X tokens.
4. T tokens are finally sent to the destination node.
If N is more or equal than X, then T =X.
If X is more than N then T = N.

6.3

Communication protocol implementation

In the communication between nodes of the original Mini-NoC two modules are
involved: the MEMDEV and the Network Interface (NI). The MEMDEV module receives
certain input data and address, and depending on the address it could perform two kinds of
actions: access to the local RAM memory or use the network to communicate with another
mMips node.
As was previously introduced, in order to support the execution of applications
described as Synchronous Data Flow graphs, three modules are now involved in the
communication among nodes: MEMDEV, NI and Communication Assist (CA). Figure 55
shows the new system. Also in this case two kinds of actions are possible to perform
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depending on the input address: to access to the local RAM memory or to use the network
to communicate with another mMips node according with the SDF model of computation.

6.3.1 Communication Assist functionality
The Communication Assist (CA) is a special hardware inside the tile which is
mainly introduced to decouple computation from communication as well as to arbitrate
between the resources within a tile. The CA is a gateway from the local data memory to the
Mini-NoC network and it is located between the MEMDEV and the NI.
The CA module is transparent to the original Mini-NoC. All the Mini-NoC modules
do not change their behaviour. Therefore the MEMDEV and NI modules keep their
original functionality even when the CA is inside the system. The CA is the one that
coordinates and synchronizes all the producing and consuming processes.
With the CA implementation the communication between processes that are on
different processors is divided into three phases. As shown in Figure 59, a SDF
communication is initiated explicitly by the SDF_write primitive (first phase). Through
this primitive, the CA is responsible for writing the tokens on the corresponding output
channel of the communication memory. Next, the CA autonomously transfers the tokens
over the Mini-NoC network to the corresponding input channel of the destination node. In
Figure 59 this data transport is called CA_communication (second phase). Finally, when
the destination processor executes the SDF_read primitive, the CA performs the reading
from the input channel (third phase). As a result of this implementation the CA is able to
perform a SDF primitive and, in parallel, to carry out the synchronization and tokens
transport over the network.
As shown in Figure 59, these three phases are subdivided into several steps:

SDF_write
1.

The mMips processor executes an SDF_write (port, *token ,n_tokens) primitive.
As explained in section 4.2 of Chapter 4 this primitive creates in the hardware
Control Words (CW) and Data Words (DW) with all the necessary information to
perform a writing. Subsequently an address and a write signal is sent to the
MEMDEV.

2.

The MEMDEV module receives an address, a data and a write signal on its input
buses from the processor. Depending on the address the MEMDEV decides where
the data must be stored. Among the whole memory map, MEMDEV can only
recognize two communication addresses, 0x80000000 and 0x80000004, where the
DW and CW are stored respectively. In this case MEMDEV recognizes the address
as a communication address (0x80000000 or 0x80000004) and interprets the DW
and CW. Finally sends data and control signals to the CA in order to use it.
MEMDEV considers the remaining addresses as local memory addresses.
Therefore, in that case no control signals are sent and the CA is idle.

3.

CA interprets the data and control signals from MEMDEV indicating the number
of tokens to write on a specific port. Next, CA associates the port with the
corresponding output FIFO and decides if there is space available to write all the
tokens on it. For this reason the CA needs to hold some administrative information
about the status of the channel. If there is space, the tokens are written on the
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channel and the channel administration is updated. Otherwise, the writing is
blocked and the process waits for free space.

CA_communication.
4.

The producing CA looks for the fullest output FIFO to begin empting that one.
Then, as explained in section 6.2.3, the CA interchanges information with the
consuming CA in order to know the number of tokens that are allowed to be sent to
the corresponding input FIFO (this information interchange is not reflected in
Figure 59). In this step the CA calculates the amount of data that can be
transferred.

5.

The producing CA is responsible for the tokens transport from the output FIFO to
the NI. The producing CA encapsulates the tokens and necessary data for the
consuming CA in Data Words. Moreover, the producing CA creates Control Words
and proper control signals for the NI. After this reading from the output FIFO the
channel administration is updated.

6.

The NI splits those words into flits and sends them through the Mini-NoC network
when it is possible.

7.

Regular communication between NIs is performed.

8.

The flits arrive to the NI. The NI links the flits in Data Words and sends them to
the consuming CA.

9.

The consuming CA interprets the first Data Word. The first Data Word contains the
destination FIFO and the number of tokens finally sent.

10.

The consuming CA stores all the tokens on the corresponding input FIFO. The
channel administration is updated.

SDF_read
11.

The mMips processor executes an SDF_read (port, *token, n_tokens) primitive.
With this primitive occurs almost the same that with the SDF_write primitive. As
explained in section 4.3 of Chapter 4 this primitive creates in the hardware Control
Words (CW) and Data Words (DW) with all the necessary information to perform
a reading. Subsequently an address, a data and a read signal are sent to the
MEMDEV.

12.

In this case MEMDEV behaves in the same way as it does in the second step.
MEMDEV considers the address as a communication address. Therefore, the data
and control signals for the consuming CA are created.

13.

The consuming CA detects the data and control signals from MEMDEV indicating
the number of tokens to read from a specific port. Next, CA associates the port with
the corresponding input FIFO and it checks the FIFO state. If there are enough
tokens, the reading is performed. The consuming CA obtains the tokens that the
processor is requiring. Otherwise, the reading is blocked and the process waits for
tokens.

14.

The tokens are sent to the MEMDEV and some control signals are activated. The
channel administration is updated with the number of tokens read.
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15.

After this moment tokens from remote node are ready for mMips processor. These
tokens are stored in the data memory location *token and the reading is finished.
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Figure 59: Two mMips nodes communication steps

With the CA incorporation the mMips is able to read/write from/to another node much
faster than without CA. This is because adding the CA the mMips processors can
read/write directly from/to the local memories and the processors do not have to wait for
the network in every reading or writing. The data transport over the network is performed
in parallel and independently by the CA when the network is available. In this way the
processors are concentrated on executing the task mapped on it.

6.3.2 Communication Assist implementation
Once an overall idea of how CA works has been presented, the question is how CA
is able to perform the SDF_write, the SDF_read and the CA_communication phases
previously explained. A diagram of the CA input and output signals is shown in Figure 60.
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Figure 60: CA inputs/outputs

On the left side of this figure the CA’s the input ports are revealed, while in the
right side all the output ports are shown. CA is connected with MEMDEV, NI and the
Communication memory. The interface with those modules is the original one. Only one
signal is added to the system. The enable_mips is used to control mMips processor. All
signals are described further on.
In the previous figure, signals in black are coming from outside of mMips node.
The ones in blue are for Communication memory module, orange are for NI, red to control
the mMips and finally pink for MEMDEV module.
The CA is a structure that controls the status of the channels. The CA decides if the
channels are available to read or write. For this reason the CA has eight memories modules
to hold information about the channel status. These memories are called administration
memories modules.
As shown in Figure 61, the SDF_write requests of the mMips processor store the
tokens on the output FIFO and the SDF_read requests of the processor read the tokens
from the input FIFOs. These SDF read/write processes are performed by Finite State
Machine (FSM) called SDF read/write module. This module is Mini-NoC network
independent.
The tokens transport over the Mini-NoC network is carried out by two modules
(two FSMs). One module is used to read the tokens from the output FIFOs and send them
to the consuming nodes. This module is called Comm.memory to NI. In the same way, the
other module is used to receive the tokens from the producing nodes and write them onto
the input FIFOs. The name of this module is NI to comm.memory (see Figure 61). These
two modules are not together in one FSM to be able to obtain a parallel execution of them.
This parallelism is strictly necessary when a node wants to writes tokens on itself. In this
case, the tokens will travel through the network as well. Therefore, the Comm.memory to
NI module and the NI to Comm. memory module must be run at the same time because the
origin and the destination of the tokens is the same. These two modules are network
dependent.
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Figure 61 : Channels reading/writing

To obtain CA blocks running in parallel, the main three modules mentioned earlier
do not have signals to communicate between them. The synchronization is achieved by the
implementation of three control modules that arbitrate how to use the shared sources.
These modules are called: NI controller, Adm.mem. controller and Comm.mem. controller.
As a result, the CA is basically implemented by eight administration memories,
three main modules (Finite State Machines), and three controller modules. A diagram of
the CA module implementation is shown in Figure 62. The following sections explain in
detail these modules inside the CA.
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Figure 62: CA blocks diagram

6.3.2.1 Administration memory modules
As introduced earlier, the CA has to manage the 8 channels of its tile. The CA has
to provide the buffers with FIFO behaviour and moreover, it has to control the status of the
channels to be able to decide if the channels are available to read from or write to.
In order to get this functionality, some administrative information about the status
of each channel has to be maintained. This administrative information contains some static
and dynamic values. The static values are those values that are written only once when the
system is configured. The dynamic values are those values that are modified during the run
of the system.
The static values are:
•

•

The base pointer: It is a pointer to the base address of the channel administration.
As explained in Chapter 5 there are 8 channels of 1 Kbytes. Therefore, there are 8
base pointers with the following values: 0x2000, 0x2400, 0x2800, 0x2c00, 0x3000,
0x3400, 0x3800 or 0x3c00.
The channel size: It is the FIFO’s size. This size has been defined in tokens. Due to
each channel is by default setting on 1 Kbyte, the channel’s size is 256 tokens. The
token’s size is fixed on 32 bits.
The dynamic values are:

•
•
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The write pointer: It is a pointer to the next location where tokens can be written.
The write pointer is updated by the producing actor.
The read pointer: It is a pointer to next location where tokens to be read start. The
read pointer is updated by the consuming actor.
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•
•

The write wrap flag: It is a bit that toggles in case the write pointer reaches the
maximum value of the channel (base pointer + channel size).
The read wrap flag: It is a bit that toggles in case the read pointer reaches the
maximum value of the channel (base pointer + channel size).
Figure 63 shows an example of the used pointers:
read pointer

write pointer
base pointer

Figure 63: Circular FIFO pointers

Administration memory modules implementation
This information is used to manage the channels and could be stored in the mMips
local memory next to the SDF channels or in a new memory inside the CA. The
disadvantage of first option is that the CA needs to check and update this administrative
information very often and as consequence the frequency access to the mMips local
memory would take more time than to manage a memory inside itself. For this reason the
administration information is implemented in a new memory inside the CA.
Attending to particular FPGA features, different ways to implement a memory
could be performed. The FPGA available for this project is a Xilinx Virtex-II XC2V3000,
and looking to its data sheet [4][5] some features should be considered in order to choose
the optimum implementation.
In Virtex-II FPGAs there are two ways to implement memories:

Configurable Logic Blocks (CLBs) are used to build combinatorial and
synchronous logic designs which are 4-input look-up tables (LUT), 16-bit variable-tap shift
register element, or 16-bits of distributed SelectRAM memory. Distributed SelectRAM
memory modules are synchronous (write) resources. The combinatorial read access time is
extremely fast, while the synchronous write simplifies high-speed designs.
Block SelectRAM memory. The block SelectRAM memory resources are 18
Kbytes of dual-port RAM programmable from 16 Kbytes x 1 bit to 512 x 36 bits in various
depth and width configurations. Each port is totally synchronous and independent. Block
SelectRAM memory is cascadable to implement large embedded storage blocks.
Considering all these aspects, for simplicity reasons the way to implement the
administration memory is through CLBs. The administration information is implemented
by eight 128-bits memories inside the CA. There is one administration memory per
channel. The distribution of these memories is shown in Figure 64. The base pointer is
stored in the first 32-bits word of the memory. The second location is used to store the
channel size together with the read and write wrap flags used to find out if the FIFO is full
or empty. The third and fourth words contain the write pointer and the read pointer
respectively.
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Figure 64: Administration memory modules implementation

This implementation is chosen because of its simplicity and clarity but these
administration memories could be implemented in many other ways. For example, just one
1 Kbyte memory formed by 8 positions of 128 bits could be also a good choice. See Figure
65. The advantage of this option would be that just in one reading cycle, all the channel
information would be obtained. However, with that implementation is not possible to read
information from all the channels at the same time and for instance, that aspect is very
useful to be able to decide which one is the fullest channel to start emptying that one.

1 Kbyte

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Input FIFO A

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Input FIFO B

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Input FIFO C

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Input FIFO D

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Output FIFO A

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Output FIFO B

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Output FIFO C

128 bits

Base pointer. Channel size. Write wrap flag. Read wrap flag. Write pointer. Read pointer From Output FIFO D

Figure 65: Another possible administration memory implementation

The administration implemented is a very simple memory model called ram128b.
The SystemC code of the file ram128b.h is shown next. The memory module has an
enable port to activate the device, and readwr port to determine whether or not the device
is being written to or read from. The ram128b module has a data_out bus that delivers the
addressed item and it also has a data_in bus that accepts data to write to a location.
The ram128b module contains two SC_METHOD processes. One for the ram
reading and one for the ram writing. To read a location is necessary to set enable to ‘1’,
readwr to ‘0’, and apply the appropriate address to the addr bus. To write a location is
necessary to set enable to ‘1’, readwr to ’1’, addr to the appropriate location to write, and
data_in to the data value to write.

ram128b.h
#ifndef RAM128B_H_INCLUDED
#define RAM128B_H_INCLUDED
#include <systemc.h>
#include "mips.h"
SC_MODULE(RAM128B) {
sc_in<sc_uint<4> > addr;
sc_in< sc_bv<1> > enable;
sc_in<bool> readwr;
sc_in< sc_bv<32> > data_in;
sc_out< sc_bv<32> >data_out;
sc_bv<32> ram_data[4];
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void read_data();
void write_data();
SC_CTOR(RAM128B) {
SC_METHOD(read_data);
sensitive << addr << readwr << enable;
SC_METHOD(write_data);
sensitive << addr << readwr << data_in << enable;
}
};
#endif

As was previously introduced, there are three main modules inside the CA, the SDF
write/read module, the Comm.memory to NI module and the NI to comm.memory module.
These modules form the FIFO_status module which coordinates and synchronizes all the
producing and consuming processes. Hence, these three modules need to access to the
administration memory modules to check and update the FIFOs status.
Several signals, multiplexers and a controller module are added to the CA to be
able to manage the access to the administration modules. Figure 66 shows how the
connections are established between the administrations modules and the modules inside
the FIFO status module.
When an SDF application is running, it is often necessary to know the fullest
channel in order to start emptying that one. The more effective way to achieve that is by
reading the necessary information from all the administrations at the same time. For that
reason, in this implementation, all the administration memory data_out signals are directly
connected with the three modules inside the FIFO status module.
However, writing all the administrations at the same time is just necessary once.
This only time is at the initialization moment. If the FIFO status module has 8 fs_data_out
signals connected to the 8 administration memory data_in signals, the memories
initialization could be performed in just 4 clock cycles. But the disadvantage of this
implementation is that necessary multiplexer to manage these eight 32-bits signals
connected to the three different modules is too complicated. Moreover, it is not an efficient
design because the 8 buses just would be used all together once after the system reset. As a
result just one fs_data_out signal is implemented, as can be observed in Figure 66. The
only disadvantage of this option is that there is an increase of the initialization time.
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Figure 66: Administration memories connections and multiplexers

Administration memory modules functionality
To be able to know, modify and update the channel state, the first step is to read all
the information (base pointer, channel size, wrap flags, write pointer and read pointer)
from the corresponding administration memory. Then, the next step is to check the channel
state. The next SystemC code shows the algorithm implemented to know if there is enough
space available in a channel to write on it:
// if the read and write pointers are equal:
if( write_pointer.read() == read_pointer .read()) {
if (write_wrap_flag .read() == read_wrap_flag .read()) // if the wrap flags are equal
enough_space_available.write("1"); //Empty FIFO. SDF_write is allowed
else //if the wrap flags are not equal
enough_space_available.write("0"); //Full FIFO. SDF_write is not allowed
}
// if the read and write pointers are not equal:
else {
if (write_wrap_flag .read() == read_wrap_flag .read()) {// if the wrap flags are equal
number_tokens_free = fifo_size_in_tokens .read() –
write_pointer .read() / 4 + read_pointer .read()/ 4;
if (number_tokens_free .read() >= number_tokens_to_write .read())
enough_space_available.write("1"); // SDF_write is allowed
else enough_space_available.write("0"); // SDF_write is not allowed
}
else { // if the wrap flags are not equal
number_tokens_free = read_pointer .read() / 4 - write_pointer .read()
/ 4;
if (number_tokens_free .read() >= number_tokens_to_write .read())
enough_space_available.write("1"); // SDF_write is allowed
else enough_space_available.write("0"); // SDF_write is not allowed
}
}
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The next SystemC code shows the algorithm implemented to know if there are
enough tokens to read from a channel:
// if the read and write pointers are equal:
if( write_pointer .read() == read_pointer .read() ) {
if (write_wrap_flag .read() == read_wrap_flag .read())// if the wrap flags are equal
enough_data_available.write("0"); //Empty FIFO. SDF_read is not allowed
else enough_data_available.write("1"); //Full FIFO. SDF_read is allowed
}
// if the read and write pointers are not equal:
else {
if (write_wrap_flag .read() == read_wrap_flag .read()) {// if the wrap flags are equal
number_tokens_available = write_pointer .read() / 4 –
read_pointer .read() / 4;
if (number_tokens_available.read() >= number_tokens_to_read .read()))
enough_data_available.write("1"); // SDF_read is allowed
else enough_data_available.write("0"); // SDF_read is not allowed
}
else { // if the wrap flags are not equal
number_tokens_available = fifo_size_in_tokens .read() – read_pointer .read() /
4
+ write_pointer .read() / 4;
if (number_tokens_available .read() >= number_tokens_to_read .read())
enough_data_available.write("1"); // SDF_read is allowed
else enough_data_available.write("0"); // SDF_read is not allowed
}
}

If the SDF primitive is allowed, the tokens will be read or written. The SDF_write
primitive updates the write pointer and the SDF_read primitive update the read pointer.
When the read or the write pointers reach the end of the channel, it goes back to the start
position, which is the base pointer. Moreover, the corresponding wrap flag bit is toggled.
In contrast, if there is not enough amount of space to write (SDF_write is not
allowed), the process stays waiting until the remaining tokens leave over the network. In
the same way, if there is not enough amount of token to read (SDF_read is not allowed),
the process stays waiting until tokens arrive from the network.

6.3.2.2 SDF read/write module
As said before Control Words (CW) and Data Words (DW) (0x80000004 and
0x80000000 respectively) are sent to MEMDEV in order to perform a SDF communication
with other mMips node. MEMDEV receives an address and a read or write signals on its
input buses from the processor. In this case MEMDEV recognizes the address as a
communication address (0x80000000 or 0x80000004), therefore control signals are sent
from MEMDEV to CA. These SDF requests are received by the SDF_read/write module
inside the CA. This module detects if it is an SDF_write or an SDF_read and checks the
administration memories in order to know if the reading/writing can be done. Next, the
SDF_read/write module performs the tokens reading/writing from/to the channel
connected to port in the communication memory. No access to the local data memory is
performed on this way. The CA provides a set of signals necessary to communicate with
the MEMDEV and with the communication memory. These signals are shown in Figure
67.
On the MEMDEV side (pink signals), the signals are necessary to receive
destination port and tokens (ca_reg_data_in with ca_write_addr and ca_write_data), write
the read tokens (ca_reg_data_out), confirm SDF_write (ca_send) and SDF_read (ca_read)
and signals reporting the status (ca_send_rdy and ca_data_rdy). In addition to that, two
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signals are used to mark last token: ca_packet_end asserted together with ca_send means
that the last token has arrived, while ca_rcv_packet_end active together with ca_data_rdy
means that the last token is being sent.
On the communication memory side, the signals (blue) are necessary to write tokens
onto the memory (ram2_addr, ram2_din and ram2_w) and to read tokens from the
memory (ram2_dout, ram2_r)

dev_snd_eop
dev_r
dev_w
dev_waddr
dev_wdata
dev_din

ca_reg_data_in
ca_write_data
ca_write_addr
ca_send
ca_read
ca_packed_end

ram2_dout

dout

dev_rcv_eop
dev_rdyw
dev_rdyr
dev_dout

MEMDEV

ca_reg_data_out
ca_send_rdy
ca_data_rdy
ca_rcv_packet_end
ram2_w
ram2_r
ram2_addr
ram2_din

CA

din
addr
r
w
COMMUNICATION MEMORY

Figure 67: CA-MEMDEV connections

As previously presented, the SDF_read/write module is not the only module inside
the CA that needs to access to the administration memories and the communication
memory. The other two maining modules inside the CA (Comm.memory to NI and NI to
comm.memory modules) also need to use them. The previous Figure 66 shows how these
three modules can access administration memories. Below, Figure 68 shows the necessary
controller, signals, and multiplexers to access the communication memory.
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Figure 68: CA connections and multiplexers for the communication memory

The SDF_read/write module is mainly a FSM (see Figure 69), which starts to work
with the reset of the system. After a reset the eight channel administration memories are
initialized. By default these initialization values are:
Base pointer:
0x3c00.

0x2000, 0x2400, 0x2800, 0x2c00, 0x3000, 0x3400, 0x3800 or

Wrap flags + Channel size: 0x00FA
Write pointer: = Base pointer
Read pointer: = Base pointer.
Next, there is an idle state. The FSM starts to work again when an SDF request
arrives. Then this machine is able to distinguish two cases: SDF_write and SDF_read. Both
are similarly implemented.

SDF_write
When the SDF_read/write module receives an SDF_write request from the
MEMDEV, a specific number of tokens (DW) have to be written into the channel
connected to the given output port. It is possible if there is enough space available on the
channel. For this reason the next state consists on checking the administration memory of
the output channel connected to the given output port.
If there is not enough space available, it is necessary to wait until space becomes
available in the channel. As mentioned earlier the output channels are only emptied by the
Comm.mem to NI module. Therefore, the next state in this case is: wait for Comm.mem to
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NI module. On the other hand, if there is enough space available the tokens are written on
the corresponding output channel in the communication memory.
During this time before being able to write the first token on the channel, the arrival
of more tokens from the processor cannot be managed. This arrival is not desired. To avoid
this problem a new signal is created: enable_mips. When the SDF_read/write module
detects that an SDF_write request arrives, the signal enable_mips is immediately
deasserted. As consequence the mMips processor is stalled until the first token is written
on the channel and enable_mips is asserted again. Then, the remains of the tokens arrive
and they are written immediately in the channel.
Once all the tokens are received and written on the channel, the corresponding
administration memory is updated with the number of tokens written: the write pointer is
updated for the next token to write, and if the write pointer reaches the end of the FIFO,
the write wrap flag is updated as well. Finally the FSM go back to the idle state waiting for
a new SDF request.

SDF_read
In the same way, when the SDF_read/write module receives an SDF_read request
from the MEMDEV, a specific number of tokens have to be read from the channel
connected to the given input port. It is possible if there are enough tokens available on the
channel. For this reason the next state consists on checking the administration memory of
the input channel connected to the given input port.
If there are not enough tokens available, it is necessary to wait until tokens become
available in the channel. As mentioned earlier the input channels are only filled by the NI
to Comm.mem module. Therefore, the next state in this case is: wait for NI to Comm.mem
module. On the other hand, if there are enough tokens available the tokens are read from
the corresponding input channel in the communication memory.
During this time before being able to read the first token from the channel, the
arrival of more reading request from the processor cannot be managed. For this reason, the
enable_mips signal is also used in this case. When the SDF_read/write module detects that
an SDF_read request arrives, the signal enable_mips is immediately deasserted. As
consequence the mMips processor is stalled until the first token is read from the channel
and enable_mips is asserted again. Then, the remains of the reading request arrive and the
tokens are read immediately from the channel.
Once all the tokens are read from the channel, the corresponding administration
memory is updated with the number of tokens read: the read pointer is updated for the next
token to read, and if the read pointer reaches the end of the FIFO, the read wrap flag is
updated as well. Finally the FSM goes back to the idle state waiting for a new SDF request.
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Figure 69: SDF_read/write module Finite State Machine

6.3.2.3 Communication memory to NI module
The communication with a remote mMIPS node is managed by two modules inside
the CA. The Communication memory to NI module (Comm.mem to NI) and the NI to
communication memory module (NI to Comm.mem). The Comm.mem to NI module
basically transfers the tokens from the output channels in the communication memory to
the NI in order to send the tokens to the destination node. The CA provides a set of signals
necessary to communicate with the NI and with the communication memory. These signals
are shown in Figure 70.
On the NI side (orange signals), the signals are necessary to write destination
address and the packet word data (ca_din with ca_wdata and ca_waddr), read received
packet word (ca_dout), trigger packet sending (ca_w) and confirm packet's reading (ca_r)
and the signals reporting communication status (ca_rdyr and ca_rdyw). In addition, two
signals are used to mark last words of a given packet: ca_snd_eop asserted together with
ca_w means that a last word of the packet is being sent, while ca_rcv_eop active together
with ca_rdyw means that the last word of the packet has arrived.
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Figure 70: CA-NI connections

Since both modules Comm.memory to NI and NI to comm.memory need to access
NI, Figure 71 shows the necessary controller, signals, and multiplexers to perform the NI
access.
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Figure 71: CA connections and multiplexers for the NI
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The Comm.memory to NI module is mainly a FSM (see Figure 72), which starts to
work when a token is written on any output channel. Until that moment the machine is in
the idle 1 state. There are implicit transitions to the initial state (idle 1) in case a reset
occurs. In the next state called check_adm_out all the output administration memories are
read and the filled state of every output channel is calculated. With this information, in the
following state the machine is able to determine the fullest output channel
(select_the_fullest_output_fifo state).
Token_
arrives = 0
Comm_adm_req = 0
Comm_comm_req = 0
Comm_ni_req = 0
IDLE 1
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Reading the administration
Comm_adm_req = 1
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ACK = 0

CHECK
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ca_w = 0
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SEND DW
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Figure 72: Comm.mem to NI module Finite State Machine
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The tokens of the fullest channel will be the first tokens transferred over the
network to the destination node. However, it is necessary to know how many of these
tokens can be sent. That is, it is necessary to know the space available in the remote
destination input channel before sending the tokens. For this reason, first of all a request
message has to be sent over the network asking for the space available in the specific input
channel.
The NI is the module used to send and receive packets on the network. As was
presented in section 3.1.4.1, when a packet is going to be sent over the network the NI
receives control words (CW) and data words (DW). Then the NI splits those words into
smaller parts (16-bit wide) called flits and sends them to the remote NI. Actually these flits
are 18-bit but the top 2 bits are used for control purposed. Figure 73 shows how these flits
are created from a CW and DW. First flit labelled with H (Header) contains the relative
address from the sender node to destination node. Second flit labelled with D (Data)
contains the higher 16 bits of data. The last flit labelled with T (Trailer) contains the
remaining lower 16 bits of data.
31

22
16
Control bits
010010

31

0
Relative addr
(x,y)

CW
H

0
DATA

Relative addr
(x,y)

D Higher 16 bits data

T Lower 16bits data

DW

Figure 73: Flits created from CW and DW

The 16-bit data of the header flit contains two 8-bit destination addresses (for X and
Y dimensions). Upon receiving the header flit and based on the destination address, a
router sets up the connection between the input link and an appropriate output link. An
arbitrary number of the following flits is forwarded along the same route. The packet is
closed by a flit labelled with T (trailer). The data in the trailer flit is also forwarded along
the route and the route is closed. This method of routing is the wormhole routing (See
section 2.1.2.2).
During the journey along the network the relative address is decremented until it
reaches 0 on the destination router. Then, on the destination NI, the arriving packet is
reconstructed by collecting the Data flits and the Trailer flit.
Figure 74 shows the DW and CW created by the Comm.memory to NI module in
order to know the space available in a specific remote input channel. As previously
explained less than three flits cannot be sent over the network and only the content of Data
Word arrives to the destination node. For these reasons the input port and the
communication bits necessary to calculate the space available are stored on the DW. In the
state send_dw_request the Comm.memory to NI module creates and sends the DW to the
NI. Moreover, in order to indicate that the DW is being sent, the signal ca_wdata is
asserted. The communication bits are the bits 28 and 29 of the DW. When a NI to
comm.memory module detects “01” on these bits, the space available in the given channel
connected to port is calculated.
In the next state called send_cw _request the Comm.memory to NI module creates
and sends the CW for the NI. Moreover, in order to indicate that the CW is being sent, the
signals ca_waddr, ca_w and ca_snd_eop are asserted. As shown in Figure 74 CW contains
the relative address needed to arrive to the destination node and six control bits. In this
case two control bits are asserted: the send bit (17) and the send_end_of_packet bit (20).
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Figure 74: DW and CW used to check the space available in an input FIFO

Once the Comm.memory to NI module has encapsulated and sent the Data Word
(DW) and the Control Word (CW) the NI splits those words into flits in order to
communicate with the remote mMips node. Then, the next state of the Comm.memory to
NI module is to wait for the response with the space available (wait_ack_free_space state).
This response is generated and sent by the NI to comm.memory module in the destination
node only when there is space available. The aspect of the DW received is shown on
Figure 75. Because of bits 28-29 are “10” the Comm.memory to NI module recognizes that
bits 16-24 are the space available (in tokens) in the remote input channel.

Figure 75: DW received from the NI to comm.mem module with the space available

The next state is calculate_and_send_n_tokens_dw. In this state the number of
tokens that will be transferred over the network is calculated.
For example if:
N is the output channel number of token written.
X is the remote input channel space available in tokens.
T is the number of tokens that will be transferred from output to input channel.
Then:
T =X if N is more o equal than X.
T = N if X is more than N .
When the number of tokens that will be sent (T) is known, the Comm.memory to NI
module sends this number of tokens (T) to the destination node. Figure 76 shows the
necessary DW and CW to send this information. The CW is created and sent in the next
state called send_n_tokens_cw. Now, the send control bit is asserted but the
send_end_of_packet control bit is deasserted. After this moment the connection between
the mMips nodes involve in this communication is kept until that all tokens are transferred.
It is possible to keep because the Mini-NoC network uses the wormhole routing.

Figure 76: CW and DW used to send the number of tokens that will be transferred

The DW and CW created in these states are used to open a path, which all the
tokens will follow. For this reason after these states, all the T tokens will be read from the
communication memory and sent to the destination node. Figure 77 shows the DW and
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CW created by the Comm.memory to NI module to send the tokens. For any DW just two
Data flits are created in the NI. This is because with the wormhole routing it is only
necessary to send destination information in the first flit because all the rest will use the
path already created. For this reason, Wormhole permits to send just data in the flits that
follow the first one, making more profit on the bandwidth on this way.

Figure 77: CW and DW used to send the tokens

Just the last token closes the path. Therefore, the used CW has the
send_end_of_packet control bit asserted. See Figure 78.
Due to the fact that the packets always follow the same path between two NI, the
packets will be delivered to the destination NI in the same order they were produced by the
source NI. If the packets follow different paths to the destination NI, the Mini-NoC
network would provide no ordering guarantees.
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Figure 78: CW and DW used to send the last token

When the last token is read and sent in a Data Word, the update_adm_out state
updates the administration memory of the output channel emptied. The read pointer is
updated for the next token to read, and if the read pointer reaches the end of the FIFO, the
read wrap flag is updated as well.
At this moment, the next state should be to start again checking the administration
memories to find the current fullest output channel and after that, to begin the emptying
process again. However, before doing it, the administration memories access must be
liberated at least one clock cycle (resourses_free state). This is because maybe another
module inside the CA requires using the administrations.

6.3.2.4 NI to Communication memory module
The NI to comm.mem module basically receives tokens from the Mini-NoC network
and writes them onto the corresponding input channel of its node. The NI to comm.mem
module is the complementary module of the Comm.mem to NI module. That is, the
previously explained Comm.mem to NI module reads tokens from the output channels and
sends them to the destination node through the Mini-NoC network. Meanwhile the NI to
comm.mem module receives these tokens from the sender node and writes them onto the
input channels of its node. This process is managed by a FSM as shown in Figure 82.
The NI to comm.mem FSM starts to work when a DW with “01” on the 28-29 bits
arrives from the NI. Then the 0-15 bits of this DW are considered the input port. See
Figure 79. As a result this module checks if space is available at the given port and just
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responds when it is available. There are implicit transitions to the initial state (idle) in case
a reset occurs.

Figure 79: DW received to check the space available in a given input channel

In the check_adm_in state, the administration memory of the input channel
connected to the input port is read. If there is not any space available because of the input
channel is full, it is necessary to wait until some space becomes available in the channel.
As mentioned earlier the input channels are only read by the SDF_read/write module.
Therefore, the next state in this case is: wait for SDF_read. On the other hand, if there is
any space available, the next state is to send the space available in tokens over the network.
Figure 80 shows the DW and CW used to send the space available.

Figure 80: DW and CW used to reply with the space available

After that, the Comm.memory to NI module will receive this answer, and it will
calculate and send the number of tokens that are going to be sent. For this reason, the next
state of the NI to comm.mem module is to wait for that number arrives. Figure 81 shows
the received DW with the number of tokens that will be received later. With this
information the NI to comm.mem module interprets that the next T Data Words from the NI
have to be written on the corresponding input channel. It is possible because with this DW
the wormhole is opened.

Figure 81: DW with the number of tokens that will be received

Once all the tokens are received and written on the input channel, the corresponding
administration memory is updated with the number of tokens written: the write pointer is
updated for the next token to write, and if the write pointer reaches the end of the FIFO,
the write wrap flag is updated as well. Finally the FSM go back to the idle state waiting for
a new request.
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Figure 82: NI to Comm.mem module Finite State Machine

6.3.2.5 Controller modules
As explained before, the SDF read/write module of the CA frequently accesses to
the administration memories to check the channels state and then to the communication
memory to read/write on the channels. On the other hand, the Comm.memory to NI and the
NI to Comm.memory modules of the CA usually access to the administration memories, to
the communication memory and moreover, to the network interface to carry out the real
token transport over the Mini-NoC network. A mutual exclusion problem could happen
when different modules want to access to the shared resources (communication memory,
administration memories and network interface) at the same time. In order to solve that
problem three controller modules have been implemented in the CA.
In order to achieve a complete parallel working system for these three main CA
modules (communication memory, administration memories and the NI), each shared
resource is arbitrated by its own controller module. Therefore, as can be observed in
Figure 83, the NI controller decides which one of the two candidate modules will access to
the NI every moment. Similarly, the Adm.mem controller and the Comm.memory
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controller decide which one of the three candidate modules will access to the
administration memories or the communication memory respectively every moment.

Figure 83: Controller modules

Each controller has been mainly implemented as a Finite State Machine (FSM)
which is composed of 3 states as shown in Figure 84. This FSM starts to work when a
request signal is activated. There are implicit transitions to the initial state (idle) in case a
reset occurs. For example, the FSM of the Adm.mem controller is waiting in the idle state
until at least one request arrives. That request could be from the SDF read/write module,
the Comm.memory to NI module or from the NI to comm.memory module and those are
SDF adm request, Comm to NI adm request or NI to comm adm request respectively.
When at least one request signal is activated, the next state called arbitration decides
which requesting module is able to access to the administration memories in that moment.
Then it activates the corresponding ack signal (SDF adm ack, Comm to NI adm ack or NI
to comm adm ack) and also the Adm control mux signal which has the control of every
multiplexer for the administration memories. Finally, the wait finish state waits until the
request signal previously activated becomes inactive. This means that the administration
memories have been used already and they are free again. As a result the FSM begins
again in the idle state where the corresponding ack signal is deasserted again.
The Comm.mem controller FSM works in the same way as the previous described
one, however, the NI controller FSM has the difference that it just needs two request/ack
signals to manage the NI access due to the fact that the SDF read/write module never
needs to use it.
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Figure 84: Controllers FSM state diagram

These three controllers carry out the synchronization between the main CA
modules. As a result, the SDF_write/read primitives can work completely independent and
in parallel with the real data transport over the Mini-NoC network.
All the possibilities and priorities that are arbitrated by these three controllers are
shown in Table 3, Table 4 and Table 5. The SDF requests come from a SDF read/write
primitive therefore, they come directly from the mMips processor. However, the other
requests (from the Comm.mem to NI module and from NI to comm.mem module) are just
used to be able to transfer tokens over the Mini-NoC network. Due to the fact that the main
priority of this design is to have the mMips processors blocked the minimum time, the used
protocol always gives the highest priority to the SDF requests. As a result the mMips
processors do not have to wait for the network unless the necessary channel is full or
empty. A possible future work could be to investigate changing priorities in these cases
which might improve performance.
On the other hand, the Comm. to NI requests are used to read tokens from the
output FIFOs and send them over the network to the destination node. At the same time,
the NI to comm. requests are used to write the received tokens from the network on the
corresponding input FIFOs. The designed protocol gives priority to answer the requests to
write on the input FIFOs before to empty the output FIFOs. For this reason, the NI to
comm. requests take priority over the Comm. to NI requests.

Table 4: Adm.mem. controller priorities
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Table 5: Comm.mem. controller priorities

Table 6: NI controller priorities

The following timing diagram shows how the designed controllers work. (See
Figure 85 ). Looking at the last signal called current state could be sequentially observed:
•
•
•
•
•
•
•
•

Current state = 0  Idle state. The three request signals are deasserted. The three
ack signals are deasserted as well and the control mux signal is initialized to “00”.
To be able to jump to the next state at least one request signal must be asserted.
Current state = 1  Arbitration state. The three request signals are asserted. Due
to the sdf_request has the priority, the sdf_ack is asserted and the control mux
continue being “00”.
Current state = 2  Wait finish state. At the end of this state the sdf_request is
deasserted, it means that the resource has been already used.
Current state = 0  Idle state. As a result of the previous state the sdf_ack is
deasserted as well. The ni_to_comm request and the comm_to_ni request continue
asserted, for that reason there is a state change in the next clock cycle.
Current state = 1  Arbitration state. The ni_to_comm_request has priority over
the other one hence, the ni_to_comm_ack is asserted and the control mux changes
to “01”.
Current state = 2  Wait finish state. At the end of this state the
ni_to_comm_request is deasserted.
Current state = 0  Idle state. As a result of the previous state the
ni_to_comm_ack is deasserted as well. The comm_to_ni request continues asserted
but the sdf_request is asserted again.
Current state = 1  Arbitration state. Due to fact that the sdf_ request has the
maximum priority, the sdf_ack is asserted.
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Figure 85: Controllers timing diagram

6.4

Changes on the simulator

All changes done in the SystemC description of the Mini-NoC have to be reflected
on the simulator in order to add the CA to it. The procedure to create a new simulator of
the Mini-NoC is the following:
1.

Connect to an ICS Server. Since the SystemC libraries are on the servers of ICS,
it is necessary to log on to one of them first. SSH Secure Client is used to logo on.

2.

Check the compilation scripts Makefile. Verify the compilation script
./noc/mips/Makefile. Verify the value of the variables SYSTEMC_HOME and
CXX. The first one point to the correct location of the SystemC files and libraries.
The second one point to the correct version of the gcc (version 3.2.2).

3.

Compile the NOC sources. Compile the changed sources in ./noc/mips.

4.

The simulator. Compiling these sources with a C++ compiler results in a single
executable file called mips, which can be used to simulate the behaviour of the
Mini-NoC. This new hardware simulator (mips) is located in the directory
./noc/mips.

6.5

Results

To be able to test the CA behaviour on the Mini-NoC platform a lot of testbenches
have been performed with the ModelSim XE III 6.0a [6][7] simulation environment.
ModelSim provides VHDL and Verilog coverage. For this reason all the SystemC modules
are translated to Verilog modules.
The Synopsys CoCentric SystemC compiler [10] (installed on the ICS servers) is
used to create a Verilog [8] version of the new SystemC Mini-NoC implementation. The
script systemc_2_verilog is used to translate each SystemC module into a separate Verilog
module and place in a module_name.v file.
The designed testbenches introduce different values into the MEMDEV input ports
address (a_read), data (d_write), read (r) and write (w) in order to test the CA
functionality. See Figure 86.
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Figure 86: Testbench input signals

A lot of testbenches have been realized to test the correct CA behaviour. A simple
example is shown below. Make a zoom to see it.
2

3

1

4

6

5

Figure 87: Mini-NoC simulation (1)

Figure 87 shows how an SDF_write works.
1.

In the first red circle all the administration memories are initialized. The first
column is the read pointer, the second one is the write pointer, the third one
contains the wrap-flags and the FIFO size (by default this value is 00000100 which
is 256 tokens) and the last column is the base pointer.
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2.

Second and third circles show how an SDF_write arrives to the MEMDEV. Second
circle contains the Data Word (d_write00= 11111111) in the address 80000000
(a_read00= 80000000). This DW will be the first token to write in the channel.
Moreover the write signal is activated (w00 = 1).

3.

Third circle shows the Control Word (d_write00= 00C2000C) in the address
80000004 (a_read00= 80000004). As explained in section 4.2 these CW bits are
interpreted as an SDF_write of 3 tokens in port C. The MEMDEV recognizes these
addresses as communication addresses (no local memory addresses). As a result it
sends the DW and CW to the CA.

4.

The CA receives these two words (bus CA_reg_data_in) with the corresponding
activation of some control signals like CA_write_data and CA_write_address.
These signals are needed to understand what is arriving.

5.

The CA interprets the data and control signals from the MEMDEV indicating the
number of tokens to write on a specific port (output_port= 000C,
number_of_tokens _to_write = 003). Moreover, the CA associates the port with the
corresponding output FIFO and checks the space available on it
(enough_space_available= 1).

6.

Due to there is space available (because the FIFO is empty) the sixth circle shows
how the first token is written in the first address of the output FIFO C (ram2_w= 1,
ram2_r= 0, ram2_addr= 0x2800, ram2_din= 11111111). It continues in Figure
88.

9

8

10

7

Figure 88 : Mini-NoC simulation (2)

7.

92

The seventh circle shows how 3 tokens are written in the output FIFO C. The token
11111111 is written in the communication memory address 0x2800, the token
22222222 in the address 0x2804 and the token 33333333 in the address 0x2808.
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8.

The signal CA_packet_end is activated by the MEMDEV when the last token
(33333333) is sent.

9.

Once the 3 tokens are written on the output FIFO C the channel administration of
this FIFO is updated. The current write pointer is the next position to write:
0x280C. The SDF writing is finished here.

10.

A new SDF_write request has arrived to the MEMDEV, but this time just one token
to write (44444444). The tenth point shows how the signal CA_packet_end is
activated again when this token is sent to the CA (because it is the last token of that
writing). This simulation continues in Figure 89.

Figure 89: Mini-NoC simulation (3)

11.

The token is written in the corresponding position of the output FIFO C (ram2_w =
1, ram2_r = 0, ram2_addr = 0x280c, ram2_din = 44444444).

12.

After the writing the output FIFO C channel administration is updated. The current
write pointer is 0x2810. The second SDF writing is finished here.

13.

At the same time the Comm.Memory to NI module is working. This module has
detected the first 3 tokens in the FIFO and it is ready to transfer them to the
destination node. The Comm.Memory to NI module of the CA creates and sends
(bus ca_din) a DW and a CW to the NI in order to know the space available in the
specific remote input channel. DW = 1000000C and CW= 00120100. The meaning
of these words is explained in section 6.3.2.3 (Figure 74). Now, the Comm.Memory
to NI module has to wait for the response with the space available. This simulation
continues in Figure 90.
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14
15

Figure 90: Mini-NoC simulation (4)

14.

The Comm.Memory to NI module receives the response from the remote node:
CA_dout = 2100000C. This DW means that the input FIFO C of the destination
node is empty. (See Figure 75). As a result, the 3 detected tokens are going to be
sent.

15.

The Comm.Memory to NI module sends to the NI the number of tokens that will be
transferred to the destination node. The bus CA_din contains the DW= 3003000C
and the CW= 00020100 that are sent to the NI. (See Figure 76). It continues in
Figure 91.
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18

16

17

Figure 91: Mini-NoC simulation (5)

16.

The 3 tokens are read from the output FIFO C of the communication memory
(ram2w= 0, ram2_r =1, ram2_addr=0x2800, ram2_dout= 11111111 ...).

17.

Next, the 3 tokens are sent to the input FIFO C of the destination node. The bus
CA_din contains the transferred DW and CW. See Figure 77 and Figure 78 to
check the CW bits.

18.

When the last token is read and sent the administration memory is updated. The
current read pointer is 0x2810, which contains the next token to read.
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Figure 92: Mini-NoC simulation (6)

Figure 92 shows how an SDF_read works:
19.

In the destination (consuming) node a SDF_read request is received (a_read10=
80000000, d_write10= 00C0000C, w10= 0, r10= 1). The MEMDEV realizes that 3
tokens have to be read from the port C. Therefore the MEMDEV sends this
information to the CA.

20.

The CA checks the administration memory of the input channel connected to the
given input port: number_tokens_available = 3, number_tokens_to_read = 3,
enough_data_available = 1). Since 3 tokens have been received and written in the
input FIFO C the current write pointer is 0x380C.

21.

The 3 tokens are read from the input FIFO C in the communication memory.
(ram2_dout = 11111111 …)

22.

The tokens are ready for mMips processor.

23.

The FIFO input C channel administration is updated with the number of tokens
read. The new read pointer is 0x380C. At this moment the input FIFO C is empty.
Therefore the write pointer and the read pointer have the same value and the wrap
flags are equal. The reading is finished.
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Figure 93: Wrap flag change simulation

Figure 93 shows the write wrap flag change:
1.

The first point shows how the output FIFO C write pointer is 0x2BFC. This is the
last FIFO C position.

2.

A new SDF_write arrives. One token (FFFFFFFF) needs to be written in that input
FIFO.

3.

Since there is one space available in the input FIFO C, the token is written in the
last position of the FIFO: ram2_w= 1, ram2_r= 0, ram2_addr= 0x2BFC and
ram2_din= FFFFFFFF.

4.

The input C channel administration is updated. The write pointer has the next
position to write 0x2800 (since it is a circular FIFO) and the write wrap flag has
changed to one. (See section 5.3.2)

6.6

Conclusions

To achieve the main objective proposed for this Master Thesis, some changes in the
original system presented in Chapter 3 are done. Adding communication hardware (the
CA) to each mMips node offers a fast communication mechanism, transparent to the
mMips processors. With the CA implementation the mMips is able to read and write much
faster than before because now it does not have to wait for the network for very read or
write attempt. This frees the mMips processor for other tasks.
CA handles the read and write requests from the processor core and autonomously
transfers the data through the Mini-NoC network. Clearly visible is that the communication
between nodes takes place without mMips processor intervention, only the CA is invoked.
Therefore, the objective of decoupling computation from communication is achieved.
Three main modules are implemented inside the CA. They are the SDF write/read
module, the Comm.memory to NI module and the NI to comm.memory module. These
modules coordinate and synchronize all the producing and consuming processes between
the SDF actors using a simple protocol with easy management.
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7.1

SDF_Gossip application

In order to test the functionality of the new Mini-NoC with the CA module a test
application called SDF_Gossip has been designed and executed in the new system.
The main aim of this application is to test the SDF communication (SDF_write and
SDF_read primitives) between the mMips nodes. The SDF_Gossip application is based on
the original C code of the gossip application. Therefore it does the following: node x0y0
write the text "Hello guy!" to node x1y0 and then reads for a return message from any
node. When it has received that message, it quits. All other nodes wait for an incoming
message, forward it to the next node and then exit.
Once a new hardware simulator is created (section 6.4) and the C communications
and debugging libraries are changed (Chapter 4), the SDF_Gossip application is able to be
compiled and simulated.
To test that the short message across the network is correctly sent, the content of the
Debug Info area of the RAM memory (mentioned in Chapter 3) is examined. The
information about the SDF_Gossip execution is the following:
NODE x0y0:
=========
Node 0 up and running!
I wrote: "Hello guy!"
I read: "Hello guy!"
Everything OK!

NODE x1y0:
=========
Node 1up and running!
I read: "Hello guy!"
Successfully forwarded the message.
Everything OK!

NODE x0y1:
=========
Node 2 up and running!
I read: "Hello guy!"
Successfully forwarded the message.
Everything OK!
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NODE x1y1:
=========
Node 3 up and running!
I read: "Hello guy!"
Successfully forwarded the message.
Everything OK!

7.2

Synthesis results

Once the system design has finished and its functionality has been tested using the
ModelSim (section 6.5) and the hardware simulator with the SDF_Gossip; it is time to
implement the Mini-NoC. The objective proposed for this Master Thesis is testing the
validity of the new system.
The NoC itself cannot be placed on a FPGA, because it lacks an interface to the
outside world. The user needs such an interface for things like starting the processors and
uploading or retrieving their memories. Two extra modules provide this interface. The first
module, Comm.Core, is connected to the pins of the FPGA on one side and to the second
module on the other. The Comm.Core module implements a register or DMA based
communication scheme. The second module, Benif_Net_Wrapper, uses the register
communication scheme of Comm.Core. Register addresses and their data have special
meanings to the Benif_Net_Wrapper module and can be used for the desired processor
control functionality and memory access. Figure 94 shows the Mini-NoC and the interface
modules.

Figure 94: Top level view of the contents of the FPGA with the NoC and extra modules.

The steps in the design flow from SytemC sources of the Mini-NoC to its FPGA
implementation are:
1. The Synopsys CoCentric SystemC compiler translates SystemC sources to Verilog.
2. The Verilog files are the input for a new project in FPGA Compiler II. The resulting
file from this project should be a netlist in EDIF format called BENIF_NET.edf .
3. The Xilinx ISE software is the final step in the process from the SystemC sources of the
NoC to the FPGA implementation. The Xilinx ISE software is used to create a bitfile
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that is used to program the FPGA. Xilinx ISE uses (among other things) the netlist
BENIF_NET.edf that is created using the FPGA Compiler II in the previous step.
The Mini-NoC schematic figures obtained from the FPGA Compiler II are shown
below in Figure 95, Figure 96, Figure 97, and Figure 98. Figure 95 shows the Mini-NoC
platform schematic, with the four nodes, the Mini-NoC network and the
Benif_Net_Wrapper module. Figure 96 shows the mMips and the NI that are located
inside each node. The interior of the mMips is shown in Figure 97 where the data memory,
the communication memory and the CA are highlighted. Finally Figure 98 shows the CA
with all its modules.

Figure 95: The Mini-NoC platform schematic
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Figure 96: Node 0x0 schematic

Figure 97: mMips schematic
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Figure 98: CA schematic

In order to achieve the synthesis of the new Mini-NoC over the FPGA used in this
project, a CAD (Computer Aided Design) tool was used. In this case it was Xilinx ISE
(Integrated Software Environment) v.5.2. Xilinx ISE uses the netlist BENIF_NET.edf that
is created using the FPGA Compiler II in the previous step. A CAD tool is based on an
iterative process that tries to obtain the most accurate result attending to design
specifications. The final result of this process is the generation of a new netlist file, which
contains a logic cell description and interconnections between those cells that compose the
system. It is possible to get an idea about quantity of logic used (counters, multiplexers,
flip-flops, etc.) and performing analysis of system features (clock frequency, area, critical
path, etc.).
The previous step to synthesis process is choosing the logic programmable device
where the design will be implemented. A FPGA Xilinx Virtex-II XC2V3000 [4][5] is used
in this project. Table 7 shows the Xilinx Mapping Report file where the FPGA features and
the resources used in the Mini-NoC are presented.
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Resources

Available on the
FPGA

Usage
percentage

Slices

14336

9840 (68%)

Slices Registers

28672

9934 (34%)

4 input LUTs

28672

10772 (37%)

IOBs

484

45 (9%)

TBUFs

7168

160 (2%)

Block RAMs

96

72 (75%)

GCLKs

16

1 (6%)

DCMs

12

1 (8%)

Table 7: Xilinx Mapping Report File

The timing features of the Mini-NoC after the mapping process:
•

Minimum period: 29.731 ns (Maximum frequency: 33.635 MHz)

•

Minimum input arrival time before clock: 9.439 ns

•

Minimum output required time after clock: 11.170 ns

Once the design synthesis process has finished, next step is starting the
floorplanning, placement and routing processes where the CAD tool converts the netlist
file generated during the synthesis into paths and logic cells over the FPGA. Figure 99
shows the result of this final part of the hardware implementation process where the
connections between different FPGA resources could be observed.
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Figure 99: FPGA routing

105

106

Chapter 8
Conclusion and future work
In this chapter the conclusions of the work are presented, as well as some
recommendations for further research.

8.1

Conclusions

The main objective of this Master Thesis has been attained. The Mini-NoC
platform has been extended in hardware and software to support the mapping of
applications expressed according the Synchronous Data Flow model of computation.
Throughout this report the four sub-goals stated in Chapter 1 have been achieved:
•

First sub-goal: Study of models of computation in order to decide which one fits in
the Mini-NoC. As presented in Chapter 2 different models of computation have
been analyzed. As a result the Synchronous Data Flow has been the chosen one to
implement on the Mini-NoC. The main reason of this choice is that the statically
buffer allocation is allowed in this model.

•

Second sub-goal: Software support for communication primitives. The necessary
communication primitives to use SDF model on the Mini-NoC have been
implemented in software. They are called SDF_write and SDF_read primitives.
They are explained in Chapter 4.

•

Third sub-goal: Hardware support for the SDF channels. As shown in Chapter 5
the problem about how and where to map the SDF channels has been solved. A
study about the design alternatives for mapping the channels between SDF actors at
message-level has been realized. As a result the SDF channels have been
implemented in the mMips local memory as input and output circular FIFOs.

•

Fourth sub-goal: Decoupling computation from communication. An additional
hardware called Communication Assist (CA) has been designed and implemented
in the Mini-NoC which is shown in Chapter 6. Adding the CA to each node offers:
o

A fast communication mechanism transparent to the processors. It is
fast because the CA autonomously handles the communication
thereby allowing the processors to concentrate on executing the task
mapped on it. The processors do not have to wait for the network
and they do not waste the idle time.
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o

Hardware support for SDF based-programs using a simple protocol
easy to use.

o Separate the computation from the communication

8.2

Future work

Although the CA behaviour can be treated well now, there are still a lot of issues
that deserve further research. These include:
•

Dynamic configuration of the FIFO buffers. They could be implemented as
flexible as possible such that the Mini-NoC architecture can optimally match with
the application. A flexible design could be obtained either by the implementation of
a new hardware module “configurator module“ which creates the channels when
the system is running or changing the current CA to be able to reconfigurate the
channels.

•

Communication protocols investigation. The handshake protocol has been
implemented in this project because of its simplicity, clarity and efficiency.
However, there are more communication protocols in the literature which might be
studied and implemented.

•

To map the buffers in the remote memory tile. The KPN model of computation
could be implemented mapping the KPN channels in the remote memory tile. The
KPN channel sizes cannot be known beforehand. It is necessary to investigate and
implement a mechanism that enables to change the size of KPN buffers similar to
the used for the execution of KPN networks during the run-time of the system.
Probably some hardware support will be necessary to be able to increase or reduce
the buffers size.

•

To investigate changing priorities in the controllers modules. It might improve
performance.
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Appendix
A.1 Used tools
•

SSH Secure Shell Client. SSH Secure Shell Client is a program used to set up a
Secure Shell (SSH) connection to the servers and optionally transfer files to or
from a local computer using SCP (Secure Copy). The SSH Client runs under the
MS Windows operating system and provides a graphical interface comparable to
Windows Explorer to transfer files. This program is needed to work from
Windows.

•

Humming Bird Exceed. Humming Bird Exceed is used to start programs on the
ICS (Information and Communication Systems) server using X Windows. This
program allows the graphical user interfaces of programs running
on a remote Unix system to be displayed on a local Windows machine.

•

C libraries. There are two C libraries that help create and debug C code for the
Mini-NoC: stdcomm and mtools. The stdcomm library implements a message
passing communication protocol and mtools supports simple debugging using a
printf() variant. The libraries are compiled for the mMips using lcc.

•

LCC C Compiler. Lcc is a retargetable C compiler. The "target" of a C compiler is
the processor for which it generates assembly instructions. The lcc compiler used is
version 4.1 and has been ported to the mMIPS. A separate assembler (included
with lcc) converts the mMips assembly to machine code that can be uploaded to the
FPGA or fed to the hardware simulator.

•

SystemC libraries. The Mini-NoC is implemented in C++ using the SystemC
libraries. The SystemC libraries provide hardware-oriented constructs as a C++
class library. These sources can be converted in Verilog code using the CoCentric
SystemC Compiler. This compilation is one of the steps in the NoC design flow
that ultimately leads to a realization on FPGA. SystemC also provides the
possibility to create an executable hardware simulator by compiling the sources
using a C++ compiler such as gcc. A compilation results in a hardware simulator
called mips.

•

C++ Compiler GCC. The gcc C++ compiler is necessary to create the hardware
simulator and for the Synopsys SystemC compiler.

•

The SystemC hardware simulator for the Mini-NoC (mips). The C++ sources of
the Mini-NoC are compiled using the gcc C++ compiler. The resulting program is
mips and it simulates the behavior of the hardware when executed from the Linux
shell. This simulator is useful for debugging your applications or the NoC itself.
The simulator does not is not simulate real-time, in fact it is about a twenty
thousand times slower than that (on a Pentium III 1GHz). This makes it less
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suitable for debugging larger applications. See the SystemC 2.0.1 Language
Reference Manual for more information on simulation using SystemC.
•

Synopsys CoCentric SystemC compiler. The Synopsys CoCentric SystemC
compiler translates SystemC sources to Verilog. These Verilog files are the input
for the Synopsys FPGA Compiler II.

•

Synopsys FPGA Compiler II. The Synopsys FPGA Compiler II is the next step in
the synthesis of the NoC on a FPGA. The Verilog files produced by the CoCentric
SystemC compiler are imported in FPGA Compiler II. The FPGA Compiler is used
to create a netlist file of the design. The FPGA results in one file (EDIF format)
which is an input to the Xilinx ISE software.

•

Xilinx ISE software. The Xilinx ISE software is the final step in the process from
the SystemC sources of the NoC to the FPGA implementation. The Xilinx ISE
software is used to create a bitfile that is used to program the FPGA. Xilinx ISE
uses (among other things) the netlist BENIF_NET.edf that was created using the
FPGA Compiler II in the previous step.

•

ModelSim XE II 6.0a. ModelSim is used as simulation tool. With ModelSim the
Verilog code produced by the CoCentric SystemC Compiler is simulated.
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